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Abstract— Making an optimal decision to avoid obstacles
while heading to the goal is one of the fundamental challenges for mobile robots equipped with limited computational
resources. In this paper, we present a deep imitation learning
algorithm that develops a computationally efficient obstacle
avoidance policy based on egocentric local occupancy maps.
The trained model embedded with a variant of the value
iteration networks is able to provide near-optimal continuous
action commands through fast feed-forward inferences and
generalize well to unseen planning-based scenarios. To improve
the policy robustness, we augment the training data set with
artificially generated maps, which effectively alleviates the
shortage of catastrophic samples in normal demonstrations.
Extensive experiments on a Segway robot show the effectiveness
of the proposed approach in terms of solution optimality,
robustness as well as computation time.

I. INTRODUCTION
Obstacle avoidance is one of the fundamental skills that
mobile robots need to acquire. A variety of algorithms
have been developed in the past decade to enable robots
to drive towards a given destination or along a reference
path without running into obstacles [1], [2], [3], [4]. Despite
significant progress made, the gap of motion intelligence
between autonomous mobile robots and human beings is still
far from close yet. For instance, humans make movement decisions with negligible efforts, react to emergencies robustly,
and behave in a smooth and natural manner. By contrast,
consumer mobile robots have been struggling to do so.
A group of high-performance obstacle avoidance algorithms addresses the local decision-making problem from an
optimization perspective. The main characteristic of these
algorithms is to minimize a pre-defined cost function (or
maximize a utility function) associated with the potential
trajectories in the near future, which are predicted in the
control or state space [5]. The optimal trajectory, together
with the corresponding control action, is then used to drive
the mobile robot. Though mathematically sound, identifying
a proper cost function to accurately describe the optimal
behavior can be difficult. Moreover, solving the optimization
problem also poses a practical challenge: the problem is
generally nonlinear due to the robot dynamics and geometry
constraints, and hence difficult to solve on consumer robots
in real-time. To reduce computational expenses, researchers
have proposed several methods such as sampling [2] and
linearization [3]. These approximations, however, inevitably
lead to sub-optimal degradation.
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Aside from the optimization-based approach, imitation
learning (IL), particularly end-to-end learning, has become
an emerging technique to develop intelligent planning or
control policies [6]. By means of the convolutional neural
networks (CNN), deep imitation learning algorithms have
been proposed for a wide range of applications and achieved
exciting results [4], [7], [8], [9]. Nevertheless, the performances of most existing CNN-based planners or controllers
are noticeably inferior to their behavioral demonstrators [4].
One of the open challenges lies in the capacity of models
for planning-based representations [10], [11]. Another one
is the distribution mismatch between the states visited by
the demonstrator and the learned policy, which may result in
sub-optimal and even divergent trajectories. Some on-policy
training strategies try to address this issue by iteratively
gathering training samples closer to the learned policy [12],
[13]. However, the scarcity of catastrophic events in the
training dataset remains a hidden danger for safety-critical
operations.
The goal of this work is to train an obstacle avoidance
policy that is near-optimal for sequential decision making,
robust in emergency events and applicable to consumer mobile robots equipped with limited computational resources.
Different from the end-to-end imitation learning, we develop
a local policy based on an egocentric local occupancy
map [14]. This local map incorporating multi-sensor multiframe information provides a compact representation of the
surrounding environment. We model the local policy by
a variant of the value iteration networks [10], which is
known for planning-based feature extraction. To enhance the
robustness, we collect the training dataset from a mixture
of real-world demonstrations and artificially generated maps,
which not only speeds up the data collection procedure but
also effectively alleviates the shortage of dangerous samples
that are rarely encountered in normal expert demonstrations.
The main contribution of this work lies in two-fold:
•

•

Formulate the obstacle avoidance for mobile robots as
an imitation learning problem based on a preprocessed
egocentric local map, which serves as a compact and
generic data representation for policy learning.
Overcome the shortage of demonstration samples, particularly from the rare yet dangerous events, by generating a set of artificial local maps.

The rest of this paper is organized as follows. In Section
II, we provide a brief review of the related work. In Section III, we present our deep imitation learning algorithm
for obstacle avoidance based on preprocessed local maps.
Experiments with analysis are presented in Section IV,
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followed by conclusions and discussion in Section V.
II. RELATED WORK
An extensive body of the recent research papers in imitation learning has been focused on the end-to-end approach.
For example, convolutional neural networks are trained to
map a visual image input to the left / right steering command for grounded mobile robots [7], quadrotors [8] and
autonomous cars [9]. Another recent work [4] proposes a
target-driven motion planner producing linear and angular
velocities from the raw input of a laser range-finder. Despite
these advances, the effectiveness of neural network models
in the planning context remains a challenge.
To improve the planning-based reasoning, several novel
neural network architectures inspired by classical planning
algorithms are recently proposed. An end-to-end architecture
named Predictron is developed in [11], the core of which is
an abstract model representing the Markov reward process
that can be rolled out for value estimation. Another deep
neural network architecture with similar underlying motivation is the Value Iteration Networks [10], which embed
a special module for recursive value iteration. In [15], a
recurrent network, motivated by the path integral optimal
control, is developed to learn both the cost and the dynamic
models.
Another practical challenge for imitation learning is the
data distribution mismatch between the demonstration expert
and the learned policy. To cope with it, an iterative data
aggression approach is proposed in [12] and applied to learn
a reactive controller for micro aerial vehicles [16]. This
approach is further extended to the SafeDAgger [13], which
trains a safety policy to prevent the learning process from
falling into dangerous states meanwhile reducing the human
intervention frequency. Another recent paper addresses this
issue by using an adaptive model predictive controller as the
demonstrator that adjusts its policy to gradually eliminate the
distributional shift [17]. These approaches, though try to fix
the sample distribution problem to some extent, can hardly
overcome the scarcity of the dangerous events in real-world
demonstrations, and thus leave a pitfall for safety-critical
applications.
III. APPROACH
In this section, we present the map-based deep imitation
learning approach for obstacle avoidance, which aims to
learn a near-optimal policy for driving among obstacles as
efficient, safe and generic as possible.
A. System Structure
The designed obstacle avoidance system consists of two
blocks. As shown in Figure 1, the first block preprocesses
the raw sensory input and sends a local egocentric occupancy
map that describes the surrounding physical environments
to the second block. In addition, a local goal in the robot
coordinate system is generated according to task-specific
requirements. For instance, in a person following task, the
local goal is defined as a standby point sitting behind the

target person. In a navigation task, the local goal is a
waypoint on the remaining global path free of obstacles. The
robot velocity is also supplied to the second policy block for
sequential decision making.

Fig. 1: Block diagram of the map-based obstacle avoidance system
for mobile robots. The first block produces a local occupancy map, a
local goal as well as the vehicle velocity, based on which the second
block infers an action command from a local policy network.

B. Problem Formulation
Given
position
velocity
provides

a local egocentric occupancy map mo , a local goal
pg in the robot coordinate system and the robot
u0 , the proposed local obstacle avoidance policy
an action command as follows:
mr = hλ (pg , mo )

(1)

u = fθ (mr , u0 )

(2)

where mr is a local cost map describing the obstacle
avoidance task, u = (v, ω) is a pair of the linear velocity
and angular velocity for execution, θ and λ are model
parameters.
Specifically, the cost map mr is constructed as an aggregate
of the local goal reward and the obstacle penalty:
mr = λ mg (pg ) − mo

(3)

where mg is an egocentric binary map of the local goal,
on which the value of the pixel corresponding to the goal
equals to 1 and the others to 0. In case the local goal point
pg = (x p , y p ) lies out of the local map range x ∈ [xm , x̄m ]
and y ∈ [ym , ȳm ], the goal point is linearly projected onto the
map border. For instance, if xg > x̄m and ym < yg < ȳm , the
y
projected position p0g = (x̄m , xgg x̄m ) is used as the goal point.
Note that the local cost map mr can be learned within
the neural network model as well [10]. However, from
our empirical experiments, we do not observe a significant
difference on the prediction accuracy between the handcrafted cost map and a learned one. One reason might be
the linearly combined cost map (3) can essentially represent
the rewards that the demonstrator seeks. Additionally, the
value function is ultimately learned and adapted to the cost
map. In this work, we remove the layers for cost learning,
aiming to reduce model redundancy.
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computes a predictive driving command by minimizing the
following cost at each sampling time:
N
u

N−1

∑ mo (xi ) + w1 dg + w2 αg + w3 ∑ kui+1 − ui k

min

i=1

s.t. xi+1 = h(xi , ui ), i = 0, . . . , N − 1
mo (xi ) ≤ m̄,

Fig. 2: The map-based deep neural network model for learning an
obstacle avoidance policy. The parameters in the value iteration
layers represent the filter size, depth and stride. The parameters in
the fully connected layers represent the dimension of output units.
In our experiment, the number of recurrence in the value iteration
block K is chosen to be 36, which is related to the size of the local
map image.

(6a)

i=0

i = 0, . . . , N

(6b)
(6c)

where xi is the robot pose at time step i, N is the length of the
prediction horizon, dg is the distance between the robot pose
and the local goal point at time step N, αg is the heading
angle between the robot orientation and the direction from
robot to the local goal at time step N, h(x, u) is the robot
dynamic model, mo (x) is the occupancy probability of the
grid cell corresponding to the pose x, m̄ is the maximum
occupancy probability safe for robots to visit and w1 , w2 , w3
are cost weights.
As the mo (xi ) and h(xi , ui ) are generally non-convex,
we tackle the problem (6) on robot by by a samplingbased solver that generates and evaluates a set of candidate
trajectories [2]. For the purpose of expert demonstration,
the candidate set is designed to be large and diverse to
approximate a near-optimal solution.
E. Data Acquisition

Supervised by a set of expert demonstrations û, a local
policy is trained by minimizing the following loss function:
J(θ ) = ∑ kûi − ui k2

(4)

i

where i is the sample index.
C. Neural Network Model
To imitate the intended behavior for obstacle avoidance,
we model the local policy by means of the value iteration
networks [10], which is known for planning-based reasoning.
As illustrated in Figure 2, the value iteration module first
extracts high-level planning features from the local map input
through an recursion of the policy improvement and the
truncated policy evaluation [18].
Vk+1 (xi ) = max

∑

ui x ,r
i+1 i+1

p(xi+1 , ri+1 |xi , ui )[ri+1 + γVk (xi+1 )]

(5)
where xi is the grid cell where the robot locates at time step
i, ri+1 is the reward received when moving from xi to xi+1 ,
V (x) is the value function of the grid cell x, k is the iteration
number, γ is the discount factor and p(xi+1 , ri+1 |xi , ui ) represents the transition probability. The features extracted from
the value iteration module are subsequently fused with the
vehicle velocity, and supplied to the fully connected layers.
A velocity command is finally produced by the network to
drive the robot.
D. Policy Demonstration
The desired behavior for obstacle avoidance can be
demonstrated by either human experts or a well-tuned
optimization-based algorithmic planner. In this work, we
employ the latter one as an efficient demonstrator, which

As mentioned in Section II, an open challenge for imitation learning is the state distribution mismatch between the
demonstration expert and the policy learner. To efficiently
address this issue in practice, we gather the training samples from two sources. The first one is the experimental
trajectories collected from normal demonstrations, which
are expected to be encountered by a well-trained policy in
most of the time. The second source comes from artificially
generated maps, which are used to supply the dangerous
cases that a well-behaved demonstrator rarely runs into.
The artificial map samples are generated in the following
way. First, some binary clusters of obstacles are randomly
generated on an empty map. Second, the obstacle clusters
are blurred by a Gaussian filter, which converts the binary
map to a probabilistic occupancy grid. A local goal point is
then drawn randomly on or around the map plate. To reduce
the learning complexity, the generated maps are finally
transformed to the egocentric robot coordination system,
which makes the robot pose identical in all the samples.
Examples of the artificial and real map samples can be found
in Figure 3 and Figure 8 respectively.
IV. EXPERIMENT
In this section, we present experimental results for the
proposed map-based imitation learning approach. We first
introduce the experiment setup, followed by an analysis of
the training metrics. Navigation experiments in simulation
and real-world environments are finally evaluated.
A. Setup
The robotic platform used in our experiments is the
Segway Loomo, a self-balanced robot equipped with an
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Fig. 3: Inferred actions from the trained policy in three particular cases in the test dataset. The robot is located at the origin facing to
the north in the occupancy map. The isolated yellow cell is the target goal, while the darkness of the other cells stands for the obstacle
probability. The length of the line represents the linear velocity, while the direction represents the angular velocity. The prediction error
is normal on the left (0.0024), large in the middle (0.1477), and super large on the right (0.5733).

onboard Intel Atom Z8750 CPU and multiple sensors including an Intel RealSense ZR300, ultrasonic sensors, wheel
encoders, etc. The robot pose and velocity are provided by
an encoder-visual-inertial state estimator. An occupancy map
is constructed from depth camera measurements, from which
an egocentric local occupancy map is cropped to fixed size
2.8m×2.8m and resolution 0.1m at each cycle.

mean
std

train-v [m/s]
0.0031
0.0050

train-w [rad/s]
0.0115
0.0132

test-v [m/s]
0.0037
0.0079

test-w [rad/s]
0.0151
0.0308

TABLE I: Statistics of the prediction error.

0.7

error [m/s] / [rad/s]

0.6
0.5
0.4
0.3
0.2
0.1
0
train-v

Fig. 4: Segway Loomo equipped with an Intel Realsense ZR300
(30Hz RGB-Depth, FishEye, and IMU), an Intel Atom Z8750 (4
cores, 2.4GHz) and 4GB memory

We collect over 600k samples for policy learning. Half of
the samples come from real-world demonstrations and the
other half from generated samples. The dataset is split into a
training set (80%) and a test set (20%). The demonstrator is
an optimization-based planner that evaluates 734 candidate
trajectories. The neural network model is implemented with
the Tensorflow framework [19], and trained from scratch
with the Adam optimizer [20] on a Nvidia Titan X for
approximately 8 hours.
B. Model Metrics
We first evaluate the learned policy on a frame-by-frame
basis by examining the prediction error and comparing
against the optimization-based approach.
1) Prediction accuracy: The prediction errors of the linear
velocity and angular velocity are summarized in Table I.
While the variance on the test dataset is comparably larger,
the mean errors on both the training and test dataset are
small, which shows the potentials of the developed model in
imitating the obstacle avoidance behavior and generalizing
to unseen scenarios.

train-w

test-v

test-w

Fig. 5: Box plot of the prediction error. The lower and upper
bounds of the blue box are the first quartile and the third quartile
respectively. The red lines within the blue boxes are the median
values, and the red points marked by ’+’ outside the horizontal
black line are outliers.

Figure 5 shows the distribution of the absolute prediction
errors in a box plot. The first and the third quartile of the
prediction errors are quite close, significantly better than the
results of end-to-end training reported in [4]. Yet we can
still observe some large prediction errors in the test set, the
reason of which is discussed below.
The detailed action commands predicted by the learned
policy in three different cases in the test set are shown in
Figure 3. In the left case, the trained policy produces an
action command that tends to keep some distance away from
the obstacle clusters on both sides, which almost overlaps
with the decision provided by the demonstrator. In the middle
one, the trained policy acts slightly different from the label,
which is likely due to the ambiguity caused by the local
goal point near the obstacle clusters. When the local goal is
behind the robot, as shown in the right case, it turns out to be
hard for the learner to replicate the demonstrated behavior in
exactly the same way. However, the decision of the trained
policy is still considered reasonable, as it turns to the correct
direction with a smoother change of the angular velocity.
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2) Comparison against optimization-based algorithms:
One motivation for the proposed imitation learning method
is to overcome the dilemma between the computation time
and solution quality, which the classical optimization-based
algorithms are often trapped in. Therefore, we compare the
performance of the trained policy against the optimizationbased algorithms with different numbers of candidate trajectories. Taking the demonstrated behavior as a baseline, the
k2 ,

1
n

computation time (ms)

optimization-based
learning-based

80

60

40

20
50

100

150

n

200

∑ kûi −
0.12

optimization-based
learning-based

0.1
0.08
0.06
0.04
0.02
0
50

100

150

200

(b)

10

10
global reference
trained planner
demonstrator
obstacle

9
8

global reference
trained planner
demonstrator
obstacle

9
8

start

7

6

Finally, we deploy the trained model to real-world experiments on a Segway robot. Given a global reference path,
the task for the Segway robot is to walk along the path and
avoid the obstacles in a crowded office environment that is
unseen in the training set.
1) Reactions to obstacles: As shown in Figure 8, when
the robot confronts obstacles, the local egocentric occupancy
map provides a clear planar representation of the local

300

Fig. 6: Comparison of the computation time and optimality gap
between the learned policy and the optimization-based approach.
(a) The computation time of the learned policy is approximately
equivalent to an optimization-based algorithm with 125 sample
trajectories. (b) The optimality error of the learned policy is
approximately equivalent to an optimization-based algorithm with
270 sample trajectories.

C. Navigation in simulation environments

D. Navigation in real-world

250

number of samples

7

On the basis of an accurate frame-by-frame action prediction, we subsequently examine the performance of the
learned policy in navigation tasks simulated in the Matlab. In
order to assess the capability of obstacle avoidance, a global
reference path for the robot navigation is defined close to or
across obstacles. At every sampling time, the trained policy
sends a velocity command to the low-level controller, which
drives the robot to a new state according to the robot dynamic
model.
As shown in Figure 7, the navigation trajectory under the
trained policy successfully avoids the obstacles and smoothly
follows the pre-defined reference path in open spaces. Moreover, the distance between the path of the trained policy and
that of the demonstrator is minute, showing a good learning
outcome of the intended behavior.

300

(a)

i=1

ui
where n is the total number of the test samples and i
is the sample index.
Figure 6a shows the computation time of the considered
algorithms running on the Segway robot platform equipped
with a 4-core CPU. The feed-forward inference of the
proposed neural network policy spends approximately 44ms
on a Segway robot, which is sufficient to support normal
real-time operations. In terms of the optimality gap, the
trained policy also achieves a highly competitive result.
As shown in Figure 6b, the optimality gap of the trained
policy is approximately equivalent to that of an optimizationbased algorithm with over 250 candidate sample trajectories,
which requires about 80ms to compute once on the robot.
Moreover, the quality of the trained policy is highly related
to the quality of the demonstrated behaviors and the training
dataset, while independent of the online computation time. If
the demonstrator can provide an even better training dataset,
for example, fully solves the problem (6) to optimality or
add more training samples, the learned policy is expected to
be further improved.

250

number of samples

optimality gap

optimality gap of each policy is defined as ε =

100

6

start
goal

5

goal

5

4

4

3

3

2

2
1

1

0

0
0

2

4

6

8

10

0

2

4

6

8

10

Fig. 7: Navigation in a simulation environment. The black line is
the global reference path, and the yellow and red lines correspond
to the trajectories of the learned policy and the optimization-based
demonstrator respectively.

planning task. Based on the map image, the trained policy
succeeds in providing a reactive action command that drives
the robot away from obstacles.
2) Long-term operation: In the long-term experiments,
the robot navigates in the corridor along the global reference
recursively. Figure 9 shows the navigation trajectories of
two policies trained with different datasets: the first one
is trained only with the observations gathered from normal
demonstration experiments, the second one is trained with a
mixture of samples from both demonstrations and artificially
generated maps. As shown in Figure 9, the robot controlled
by the former one hits obstacles in the crowded regions
a couple of times, where human interventions have to be
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action command
lastest velocity
global path

action command
lastest velocity
global path

2

1.5

1

1

0.5

0.5

0

-1

-0.5

0

0.5

A remaining limitation of the proposed imitation learning approach for obstacle avoidance is the lack of safety
guarantees, which the classical optimization-based approach
can better provide. In the future, we plan to further improve
the robustness by investigating the adversarial samples. We
also consider extending the proposed model to a probabilistic
version that can provide a degree of uncertainty for the
inferred action command, which will be a valuable plus for
the safety-critical robot operations.

2

1.5

0

1

-1

-0.5

0

0.5

1

Fig. 8: Reactions of the trained policy to unexpected obstacles
in real-world experiments. The figures on top display the local
occupancy maps fed to the policy network. The figures on the
bottom are the corresponding front view captured from the camera
of the robot. The robot is located at the origin of the egocentric map
facing to the north. The length of lines stands for linear velocity,
while the direction stands for angular velocity.

carried out for safety. By contrast, the policy trained with a
mixed dataset successfully drives the robot among obstacles
robustly and smoothly. A video for real-world navigation
experiments can be found in the supplementary material.
2
1.5
1

Emergency
Intervention

y (m)

0.5
0
-0.5
-1

global reference
trained mixed
trained normal

-1.5
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-2.5
2
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8
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12

14

16

18

x (m)

Fig. 9: Navigation experiments in a real-world office environment.
The task of the robot is to navigate in the corridor recursively
with the trained policy. The darkness of the occupancy map is in
proportion to the obstacle probability.

V. CONCLUSIONS AND DISCUSSION
In this work, we propose a deep imitation learning algorithm for obstacle avoidance based on preprocessed local
occupancy maps. Embedded with a value iteration network
and trained with a mixture of real and artificially generated
samples, the developed policy achieves highly competitive
solution optimality and robustness, and remains efficient
and generic for real-time operations on the robot. A brief
comparison between the proposed approach and the other
existing methods is summarized in Table II.
model / method
training data
sensor type
policy optimality
computation time

Map IL
VIN
exp. + gen.
generic
high
short

E2E IL
CNN
exp.
specific
med
med

Optimization
sampling
×
generic
low - high
short - long

TABLE II: A brief comparison of the proposed map-based imitation
learning algorithm, the existing end-to-end imitation learning and
the optimization-based methods for obstacle avoidance.
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