
3D Polygonal Mapping for Humanoid Robot Navigation

Arindam Roychoudhury Marcell Missura Maren Bennewitz

Abstract— The traditional environment representation for
footstep planning and collision detection for humanoid robots is
the 2.5D height map. Although easy to compute and relatively
space efficient, height maps have limitations that prevent a
humanoid from achieving its full navigational potential in
complex real-world environments, e.g., due to lack of explicit
representaion of walkable surfaces. In this paper, we propose
to represent planar surfaces with 3D polygons having explicit
boundaries which significantly reduces the memory footprint
required for a map. These 3D polygons serve as explicit
representations of plan-able regions for a humanoid be it for
footstep planning or hand or object placement for support and
manipulation. We also use the aforementioned 3D polygons
for robot localization within the map while it is being built
from sensor data in real time. We hereby combine visual
odometry techniques based on plane and edge registration with
well-defined polygonal set operations to build an accurate and
compact representation of indoor environments with a global
ground plane. The result is a geometric map which not only
provides an explicit bounded planar surface representation
but also allows analytically computed collision and placement
information. As our experimental results obtained with the Nao
humanoid robot show, we are able to obtain 3D polygonal
maps built over extended sequences of RGB-D frames while
maintaining a reasonably efficient per frame run-time at an
especially small memory consumption.

I. INTRODUCTION

For successful navigation, a mobile robot needs an ac-
curate representation of its environment that allows for
fast planning and clear-cut collision checks. The traditional
approach especially for humanoid and other legged robots
has been the 2.5D height map which is in turn an extension
of the ubiquitous 2D occupancy grid [1], [2]. Although in
certain scenarios it can be used as a reasonable approxi-
mation of the environment, its incapability of representing
multiple height levels at the same location is sometimes too
restrictive an assumption. An explicit representation of plan-
able surfaces can only be gained by relatively expensive
post-processing steps, e.g., by computing the gradient of
neighboring cells to detect boundaries of such surfaces.
Despite this, height maps can be computed fast and are able
to answer collision queries efficiently compared to dense
3D environment representations such as globally registered
point clouds. Although dense 3D representations preserve
the most information by their very nature, they are also
extremely inefficient in terms of memory consumption and
do not directly allow any demarcation of free space from
occupied space, which is essential for navigation. The most
common solution to this problem is to extend the occupancy
grid to three dimensions into a voxel grid and mark individual
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Fig. 1: A 3D polygonal map (top) and the corresponding set of
registered point clouds (bottom). The slanted planar surfaces have
been mapped while the robot was walking. The arrows indicate
the orientation of the planes. The blue circles indicate the robot’s
trajectory.

voxels as free or occupied [3]. This is quite an effective
mapping solution but it also has to store free space as well
as occupied space, thus preventing its application to large
maps due to its high memory demand. Other approaches use
truncated signed distance fields (TSDF) over point clouds,
which allow efficient computation of geometric primitives
for quick collision queries [4], [5]. Usage of OctoMap
representations is also quite popular as they are much more
space efficient compared to voxel grids by avoiding the need
to store free space explicitly [6], [7]. However, their build
time complexity is higher than that of voxel grids.

The capabilities of modern humanoid robots such as
Atlas [8], ASIMO [9], Digit [10], and Cassie [11], are well
suited for navigation tasks by planning on mostly planar sur-
faces. Hereby, it is paramount for a legged robot to identify
and track these surfaces over lengthy time periods to be able
to formulate meaningful set of footstep sequences. Especially
in man-made regular environments where these kind of
robots are expected to operate, planar surfaces abound. These
surfaces cannot only serve as possible locations to place
footsteps, hands, or objects [12], [13], but also as obstacle
representation depending on their height, inclination, and
area. In either case it is essential to have these surfaces
tracked and mapped to easily answer placement and collision



queries. Especially in indoor environments, planar surfaces
can be assumed to be the only surfaces of interest for a
humanoid robot. Everything else can simply be treated as
obstacles. Thus, in contrast to the previously discussed map
representations, we propose a sparse one that includes only
those surfaces that are relevant for humanoid task planning
such as foot, hand, and object placement, namely bounded
planes. The goal with our approach is to provide an explicit
surface representation along with better space and time
efficiency.

To compute such a representation however, we need an
effective approach for finding the location and extent of the
planar surfaces during robot navigation, which can be exten-
sive and require many frames of sensor data to discover, such
as long corridors and large walls. In addition, continuous
localization is needed while the robot is moving.

Our contribution is thus to build a 3D map representation
of 3D polygon bounded planes segmented from organized
point clouds obtained from an RGB-D sensor mounted on
a walking humanoid while simultaneously localizing within
this map using the said planes. We provide experimental re-
sults on data acquired with the Nao; we compare the agent’s
poses computed with our approach against ground truth poses
obtained from a virtual reality tracker and we provide visual
samples of the built polygonal maps for qualitative analysis.
Additionally quantitative results in regards to the memory
usage of the map and runtime costs are also discussed.

II. RELATED WORK

Environment representation and mapping for humanoid
robot navigation has seen active research for several years.
One of the first known approaches was by Takaoka et al.
[14] using 2D feature tracking in stereo images for visual
odometry and a triangular mesh to build a 3D map. This
work was later extended by Ozawa et al. [1] who proved
the effectiveness of the approach by demonstrating footstep
planning on the humanoid H7 by generating a 2.5D height
map from registered 3D point clouds and planning within it.
Another early work in the area was by Gutmann et al. [2]
who used the 2.5D height map in combination with a 3D oc-
cupancy grid. The 3D grid served as a probabilistic precursor
to the height map and modeled noisy occupancy information
in each cell. The authors extended their work subsequently
[15] and used a scan-line based plane segmentation to refine
the height estimates of cells while the map representation
remained the same. Karkowski et al. [16] used height maps to
detect, represent, and predict dynamic obstacles for footstep
planning. Hornung et al. [6] and Maier et al. [7] used
OctoMap for environment representation for navigation on
the Nao robot with visual information obtained from a head-
mounted laser sensor and a head-mounted RGB-D camera
respectively. Wahrmann et al. [17] used a mixed environ-
ment representation–swept sphere volumes for obstacles and
3D polygons for walkable surfaces. However, the surface
polygons in their approach are always convex while in our
work we do not rely on such a constraint.

Other approaches have employed sensor fusion between
visual and other sources with the aim to achieve even more
accurate humanoid localization. Stasse et al. [18] developed
a humanoid specific monocular SLAM (simultaneously lo-
calization and mapping) approach in which visual mapping
was aided by the walking pattern generator information as
well as angular velocity information from a gyro unit and
joint odometry. Ahn et al. [19] and Yoon et al. [20] also
used similar multi sensor fusion on a dynamic walking
humanoid with a heel-toe walking motion unlike ZMP based
walking which produces a relatively smooth motion. Wen
et al. [21] proposed a simple PI controller to reduce the
error between the robot’s actual position and its EKF SLAM
estimated position. Tanguy et al. [22] combined the odometry
generated by a multi-contact whole body controller with ICP
based point cloud registration with a pre-generated CAD
environment model to obtain full 6 DoF SLAM poses of
the HRP humanoid. Hourdakis et al. [23] showed how the
gait cycle and foot impact massively affects the quality of
data obtained from visual sensors and suggested methods to
mitigate their effects and improve the performance of visual
SLAM on a walking humanoid robot.

In the literature there is an abundance of visual SLAM
methods, such as KinectFusion [24], ElasticFusion [25], and
ORB SLAM [26]. These are excellent baselines that are
used as spring boards for more specific application areas
such as humanoid SLAM. Wagner et al. [27] modified [24]
SLAM algorithm to incorporate the forward kinematics and
odometry from the Justin humanoid robot to produce a
sequence of local TSDF sub-maps which served as reference
nodes in a Graph SLAM framework. Scona et al. [28]
modified [25], and combined it with a motion prior provided
by a low-drift kinematic-inertial state estimator. Zhang et al.
[29] developed a SLAM method for humanoids with special
attention to identifying dynamic obstacles such as humans so
that they do not contribute towards any error towards pose
tracking and loop closing.

General visual SLAM using geometric information such
as planes and lines derived from RGBD and laser sensors is
also a well researched area. Hsiao et al. [30] [31] performed a
fully probabilistic optimization of planar landmarks together
with poses, velocities and IMU measurements in a global
factor graph using a Bayes Tree. CPA-SLAM from Ma
et al. [32] is a real-time capable RGBD SLAM system
that also uses planes for local tracking and global graph
optimization. The global and local models are integrated in
an EM framework. Le et al. [33] exploited the orthogonality
and weak Manhattan constraints of indoor planar environ-
ments to frame and solve a Graph SLAM problem with
loop closure detection. Other examples of works that use
planar features include [34], [35], [36], [37]. Instead of using
planar landmarks, Lu et al. [38] used point and line features
which are less sensitive to lighting changes to form a robust
odometry algorithm. The end result of the SLAM approach
by Salas-Moreno et al. [39] generated a map consisting of
planar surfels. However, the large memory demand of their
representation forced them to use frustum culling to push out



of view plane surfels out of GPU memory during execution.
Although we use planar features for robot localization,

the main focus of our work is registering and building
3D polygonal maps which can tremendously aid humanoid
robot navigation, as we have discussed before. Although
this problem was considered in [17], we present in detail
a general approach that neither imposes any constraint on
polygon convexity nor does it restrict the number of polygon
vertices allowed to represent a planar surface.

III. OUR APPROACH

The main ingredients of our approach are (i) point cloud
segmentation, where we extract planes, filter them, and find
their polygonal boundaries, (ii) localization of the mobile
robot within the 3D polygonal map through planar surface
association, and (iii) the update of the 3D polygonal map
with the most recently found planes. These steps are outlined
in the sections below.

A. Plane Segmentation and Polygonization

We define a 3D polygonal plane segment as Pi =
(n̂i, ci, Ti, oi,Bi) where the subscript i uniquely identifies
a segment. n̂i is the normal of the plane, ci is a point on the
plane, Ti is the transformation matrix from the plane’s local
frame to a fixed world frame, oi is the number of times the
plane has been observed, and Bi is the 2D polygonal border
of the segment represented as 2D coordinates that lie on the
plane with respect to the plane’s local frame Ti implied by
(n̂i, ci).

In this work, we use the organized point cloud obtained
from an RGB-D sensor as the input for our plane seg-
mentation algorithm. There are several, off-the-shelf options
available for real-time or near real-time plane segmentation
for RGBD images [40] [41] [42] [43]. We used the open
source libraries available from [42] and [43] in our approach
and found both to be suitable for our requirements.

The plane segmentation algorithm outputs a list of planes
P1 . . .Pn from which we only keep planes with a low plane
fitting error and a minimum pixel count. For each Pi we
obtain n̂i, ci and the corresponding list of member pixels.

Assuming an x-forward and z-up coordinate system, we
compute the transformation matrix between the up vector
û = (0, 0, 1) in the sensor frame and the plane normal n̂i.
The coordinate frame of the plane is fixed at its centroid ci.
The homogenous transformation of the plane is given by

Ti = [Ri|ci], (1)

where Ri is the rotation matrix that rotates û to n̂i.
To find the 2D polygonal borders of Pi, we first compute

the pixel masks of each segment using the corresponding set
of pixel inliers. We obtain the external polygonal contour
of each such region by using the contour finding algorithm
[44] (provided by OpenCV). However, the found contours are
distorted due to perspective projection.Thus, we re-project
the contours orthogonally onto their respective planes using
Ti to get the correct undistorted border. The z-coordinate
of the resulting 3D vertices relative to the plane’s local

coordinate frame can be safely ignored and we end up with
2D polygon vertices

Pj = T −1D(pj)K
−1pj , (2)

where pj is a pixel in the contour, K is the camera intrinsic
matrix, D(pj) is the depth at pixel pj and Pj is a vertex of
the polygonal plane border. The polygonal border is defined
as the sequence of these vertices Bi = P1, . . . Pm in counter-
clockwise order. However, the projection from image to
plane space may introduce self-intersections due to which
Bi may not remain a simple polygon. We remove these self-
intersections by using the SimplifyPolygon() method
of the Clipper [45] library, which is based on the Vatti
polygon clipping algorithm [46].

B. Robot Localization Using Planes

To build a map of planes, we need to track the pose of the
robot while it is navigating through the environment. This is
done by matching planes of the current sensor data to the
planes that have already been accumulated in the map and
updating the pose of the agent so that the matching error
is minimized. However, we do not track the robot’s pose
with full six degrees of freedom. Instead we assume that the
agent is navigating on a flat, global ground plane and its
position and orientation on this plane specifies its pose in
three degrees of freedom.

1) Ground Plane Estimation: Since estimating the motion
of a walking and shaking humanoid and localizing its sensor
in 6D accurately is an exceptionally difficult task, we em-
ploy a previously developed approach [47] to simplify the
task. We remove three degrees of freedom by continuously
computing the tilt of the ground plane and the height of the
camera in every frame of RGB-D data. This leaves us with
estimating just the position and heading of our agent on the
flat ground plane. We estimate the ground plane Pground with
height z = 0 and a uniform normal û = (0, 0, 1) from the
point cloud using a very fast technique we presented in [47].
Knowing the ground plane provides us with a transformation
T ground that allows us to express all other found planes Pi
in the robot frame instead of the sensor frame

PSi = T groundPi. (3)

The robot frame lies at the projection of the CoM of the
robot on the ground. From the set of sensed planes, we
remove the ground plane from further consideration in the
plane matching process as it does not provide us with any
further information in regards to estimating the change in the
agent’s 3D pose. For the rest of the paper, we use the suffix
symbol S and M to denote sensed and map respectively.

2) Extracting Visible Map Planes: As the robot navigates
within its environment, newly discovered planar surfaces
come within the view of its visual sensor, while others
move out. To have efficient and accurate map matches with
the current set of visible planes, we have to prune those
map planes that are invisible from its current pose estimate.
To achieve this, we use the principle of Hidden Surface
Removal from computer graphics within the set of map



planes. In particular we use OpenGL’s implementation of
the z-buffer algorithm to obtain a pixel-wise segmentation of
the visible surfaces that have already been mapped. Using
the plane polygonization approach discussed in Sec. III-
A, we obtain a set of planar surfaces which we denote as
FM = {PM1 , . . . ,PMm }.

3) Plane Matching: Given two sets of planes FS =
{PS1 , . . . ,PSn} and FM = {PM1 , . . . ,PMm } we attempt to find
planes PSj from set FS that are similar to planes PMi in set
FM in terms of certain distance metrics and their thresholds
as explained in the following.

The noise inherent in RGB-D cameras as well as the
Euclidean distance between points represented by consec-
utive pixels increases with increasing depth according to a
quadratic relationship [48]. Our distance metrics account for
this property and assume adaptive thresholds to get accurate
estimates of plane similarity. We use the following distance
functions to gauge plane similarity between PSj and PMi :

a) Angle or Normal Distance: This is the difference
between the plane normals n̂S and n̂M

pd∠ij(PMi ,PSj ) = 1− |n̂Sj · n̂Mi |. (4)

b) Orthogonal Plane Distance: This is the orthogonal
distance from the centroid of the sensed plane to the map
plane

pd⊥ij(PMi ,PSj ) = |(cSj − cMi ) · n̂Mi |. (5)

c) Overlap Distance: This is a measure of how well the
sensed and map planes overlap, i.e., it is the IoU (intersection
over union) of the 2D polygons of the respective planes.
We express the BSj in the frame of PMi and compute the
intersection and union areas of the polygons [45] [46]

pd∩ij(PMi ,PSj ) = |IoU((TMi )−1T Sj BSj ,BMi )| (6)

The distance metrics pd∠, pd⊥ and pd∩ all have sensed
plane depth-dependent threshold functions which are ex-
pressed in the form

τ(PS) = min(κD(PS)2 + λ, ε) (7)

where, τ is the threshold value, κ is the scaling parameter,
and λ and ε are the minimum and maximum threshold values
respectively. The function D(PS) computes a representative
depth value of the sensed plane from its centroid. The
parameters κ, λ and ε are distinct for the three metrics. Thus,
we consider a plane match between PSj and PMi admissible
if

pd∠ij < τ∠j ∧ pd⊥ij < τ⊥j ∧ pd∩ij < τ∩j . (8)

We compare the set of sensed planes FS against the set of
map planes FM, and obtain a set of n×m matches out of
which we prune all inadmissible ones using Eq. (8) and end
up with the set of matches PM = {MP

ij |Pi ∈ FM,Pj ∈ FS}.
However, this set of matches considers each plane to be of
infinite extent and does not consider the segment boundaries
which are also a rich source of localization information.
Thus, we also match the edges of the plane polygons in
each match MP

i .

4) 2D Edge Matching: To compare two polygons, we
need to express them in the same frame, so we express BS in
the frame of PM as we did in Eq. (6). For 2D edge matching
as well, we define geometric distance measures analogous to
plane matching, i.e., the angle distance ld∠, the orthogonal
distance ld⊥, and the overlap distance ld∩ and use the same
adaptive thresholds τ∠, τ⊥ and τ∩. However, we also use
an adaptive minimum edge length criteria, which is defined
similar to the other thresholds using Eq. (7) using parameters
τ‖, κ‖, λ‖, and ε‖. Additionally, we avoid matching polygon
edges that lie too close to the boundaries of the sensor image
as they are most likely to be spurious and thus unreliable.
We use a fixed threshold of 40 pixels and ignore any edges
that lie within this region of the sensor image.

For each plane match MP
ij between PSj and PMi ’s border

polygons and we end up with a set of edge matches LMij =
{ML

1 , . . . ,ML
l } after removing inadmissible matches from a

list of |BS | × |BM| ones. Each edge match ML
i corresponds

to a 3D line segment match LS ↔ LM after we back project
the end points of the matching 2D polygon edges into 3D
space. A line segment is defined as Li(α, β) where α and β
are its begin and end points respectively. We define t̂i as its
tangent or unit vector along its direction from α to β. At the
end of the entire matching process, we end up with a set of
plane matches PM and a set of 3D line matches LM formed
by combining the individual LMij .

5) Pose Update from Plane and Edge Matches: Given a
set of plane and 3D line matches, PM and LM, we can
solve for the optimum transformation, in the least square
sense, which would produce the least angle and orthogonal
distance error to the map planes and edges when applied to
the sensed planes and edges. We solve for the rotation first.
Given the set of plane normal matches n̂Mi ↔ n̂Si and the
set of 3D edge or line tangent matches t̂Mj ↔ t̂Sj we can
obtain the optimum rotation R by minimizing

Jrot =
∑
i

wi||n̂Mi −Rn̂Si ||+
∑
j

wj ||t̂Mj −Rt̂Sj || (9)

where, wi and wj are the weights assigned to the corre-
sponding plane and line matches respectively. In our case
we assign wi = area(BS) · pd∩(PM,PS) and wj =
|LS | · ld∩(LM,LS). R is obtained by the Singular Value
Decomposition of the following correlation matrix Q [49]
[50]

Q =
∑
i

win̂
M
i (n̂Si )T +

∑
j

wj t̂
M
j (t̂Sj )T . (10)

If Q = UDV T is the singular value decomposition of Q,
then R is given by

R = U

1
1

sgn(det(U) ∗ det(V ))

V T . (11)

In Eq. (11), the rotation cannot be uniquely determined if
sgn(det(U) ∗ det(V )) = 0. Since the robot is navigating on
a flat ground plane, the roll and pitch components of the



rotation matrix can be safely ignored and we extract only
the yaw (θ) from R.

We obtain the optimum translation δ = (δx, δy, 0) by min-
imizing the sum of orthogonal distances between matching
planes and edges

Jtrans =
∑
i

wi(((c
S
i + δ)− cMi ) · n̂Mi )2 +∑

j

wj(||((χSj + δ)− αMj )× t̂Mj ||)2 (12)

where, × is the vector cross product and χSj =
αS

j +βS
j

2 is the
center of LSj . After taking the derivatives of Eq. (12) with
respect to δx and δy , setting them to zero to find the minima,
we obtain the linear system(

ΓaΓab
ΓabΓb

)(
δx
δy

)
+

(
Ca
Cb

)
= 0 (13)

from which we obtain

δx =
(ΓabCb − ΓbCa)

ΓbΓa − Γ2
ab

, and (14)

δx =
(ΓabCa − ΓaCb)

ΓbΓa − Γ2
ab

. (15)

The individual coefficients are given as

Γa =
∑
i wi(n̂

M
ix )2 +

∑
j wj

(
(t̂Mjy )2 + (t̂Mjz )2

)
(16)

Γb =
∑
i wi(n̂

M
iy )2 +

∑
j wj

(
(t̂Mjx )2 + (t̂Mjz )2

)
(17)

Γab =
∑
i win̂

M
ix n̂
M
iy −

∑
j wj t̂

M
jx t̂
M
jy (18)

Ca =
∑
i win̂

M
ix d

P
i +

∑
j wj

(
rjx
(
((t̂Mjy )2 + (t̂Mjz )2)

)
(19)

−rjy t̂Mjx t̂Mjy − rjz t̂Mjx t̂Mjz
)

Cb =
∑
i win̂

M
iy d

P
i +

∑
j wj

(
rjy
(
((t̂Mjx )2 + (t̂Mjz )2)

)
(20)

−rjxt̂Mjx t̂Mjy − rjz t̂Mjx t̂Mjz
)

where

dPi = n̂Mi · cSi − n̂Mi · cMi , and (21)
rj = RχSj − αj . (22)

6) Hypothesis Construction: From the set of admissible
plane matches PM we choose two at time, MP

a and MP
b ,

to form a hypothesis for the pose update. Combined with
the set of line matches LMa and LMb corresponding to
each plane match, a hypothesis contains enough constraints
to determine the pose update uniquely. Out of all possible
hypothesis

(|PM|
2

)
we choose the ones which satisfy the

following admissibility criteria:
1) Unique, i.e., , the matching planes in MP

a and MP
b are

all different,
2) Contains a non-empty set of line matches, i.e., LMa 6=
∅ and LMb 6= ∅,

3) Sufficiently dissimilar, i.e., pd∠(n̂Ma , n̂Mb ) > τ∠ or
pd∠(n̂Sa , n̂

S
b ) > τ∠.

From each admissible hypothesis, we first obtain its
suggested pose transformation ΠH = (δHx , δ

H
y , θ

H) using

the method outlined in Sec. III-B.5. We apply this pose
update to every PS ∈ MP and LS ∈ ML then compare
their distances to their corresponding PM and LM using
the distance functions and admissibility criteria discussed in
Sec. III-B.3 and Sec. III-B.4. We build up a consensus set for
a hypothesis by counting the number of admissible matches
as votes. We choose the hypothesis with the highest vote
count as the winner and recompute the final pose update
ΠF = (δFx , δ

F
y , θ

F ) from all inlier matches.

C. Map Update

We apply the pose update ΠF obtained using the methods
outlined in Sec. III-B.5 and Sec. III-B.6, to the set of sensed
planes FS and obtain FS′. Then we again apply the plane
matching procedure discussed in Sec. III-B.3 to obtain the
updated set of matches PM′. Each element of this set gives
a target map plane PMi to be updated by the matched sensed
plane PS′

j . The updates to the map plane’s parameters are
defined by the following equations

n̂Mi = n̂Mi +
n̂Mi − n̂S

′

j

oMi
(23)

cMi = cMi +
cMi − cS

′

j

oMi
(24)

oMi = oMi + 1. (25)

For updating BMi we first use the 2D edge matching method
discussed in Sec. III-B.4 to find the set of matching edges
LM = {ML

1 , . . . ,ML
l } between BMi and BS′

j . Then we
obtain a least square solution to the 2D pose update Π2D

i

that best fits BS′

j onto BMi using the same method outlined
in Sec. III-B.5 and Sec. III-B.6, but in two dimensions.
Recognizing the noisy nature of the sensor, we perform a
weighted update to BMi so that its position is allowed to
change with new sensor information, instead of just updating
its bounds

BMi =
(

(1− ζ)Π2D
i BS

′

j

)
∪
(
ζ(Π2D

i )
−1BMi

)
, (26)

where ζ is a constant between 0 and 1. In our approach we
fixed ζ = 0.1. The ∪ operation is polygon union as defined
in [46], [45].

After applying the operations described in the preceding
sections, we obtain a registered 3D polygonal map for the
point cloud sequence as well as the trajectory of the agent
as it navigates in the environment.

IV. EXPERIMENTAL EVALUATION

In this section, we evaluate our approach to build a
map of the environment from data acquired by a walking
humanoid by representing planar surfaces with 3D polygons.
The evaluation is carried out in terms of accuracy, memory
efficiency, and runtime.

We use a consumer-grade RGB-D camera, the ASUS
Xtion Pro Live, as the visual sensor for the robot which
provides us with a depth image resolution of 640 × 480
pixels. For recording ground truth poses, we use a tracker
from the HTC Vive Pro Eye virtual reality system. Both



Fig. 2: The Nao robot with the head mounted RGB-D sensor
and ground truth pose tracker as used to record the point cloud
sequences (left) and the environment for recording our point cloud
sequences (right). The floor markers are not relevant to the current
experiments.

the devices are head-mounted on a Nao version 6 humanoid
robot. Fig. 2 shows the robot as well as the environment for
our recordings. The processing for all stages of our algorithm
was done offline on a system with an Intel i7-8700 cpu and
64 Gigabytes of memory. The parameters chosen for the
threshold functions described in Eq. (7) are given in Tab. I.
These parameters are sensor-dependent.

Although there are several publicly available RGB-D
SLAM datasets, there is none created with a walking hu-
manoid robot, to the best of our knowledge. The extreme
motion blurring introduced due to footstep impacts and
sensor sway due to the humanoid’s gait make the mapping
especically challenging. We executed two runs and recorded
the corresponding sequences of RGB-D frames with the
robot setup described earlier. The first sequence has 558
frames while the second one has 530. Each of the frames has
an associated ground truth pose obtained using the external
pose tracker. We process the entire recorded sequence and
for each frame, compare the robot’s pose obtained using
our approach vs. the ground truth pose. The results are
shown in Fig. 3 for both sequences. As can be seen, our
localization approach is able to approximate the ground truth
reasonably well, especially in the absence of any sort of
global optimization.

We also present the mapped polygon bounded planar
surfaces in Fig. 1 for Sequence 1 and in Fig. 4 for Se-
quence 2. Additionally, we also show in those figures the
set of registered point clouds for the sequences to serve as
validation for the constructed polygonal map. As can be seen
from the figures, all planar surfaces have been accurately
mapped. This shows that our representation can be used for
fast footstep planning, hand or object placement, support and
manipulation and collision checking.

The memory usage to store the 3D polygon map for the
two sequences is given in Tab. II. Note that our representation

TABLE I: Adaptive parameters

Threshold κ λ ε

τ∠ 0.03 0.01 0.1
τ⊥ 0.15 0.005 0.2
τ∩ 0.7 0.3 0.7
τ‖ 0.03 0.1 inf

0.50 0.25 0.00 0.25 0.50 0.75 1.00 1.25
xpos

1.75

1.50

1.25

1.00

0.75

0.50

0.25

0.00

yp
os

Sequence 1
gt
ours

0.25 0.00 0.25 0.50 0.75 1.00 1.25
xpos

0.25

0.00

0.25

0.50

0.75

1.00

1.25

1.50

yp
os

Sequence 2
gt
ours

Fig. 3: Comparison of ground truth poses from the tracking system
and the poses computed using our approach. The trajectory of
Sequence 2 was opposite to that of Sequence 1. The arrows indicate
the robot’s heading. In both figures the starting position of the robot
is at (0,0).

Fig. 4: The 3D polygonal map constructed for Sequence 2 (see
Fig. 3 right). This time the robot walks in the opposite direction as
Fig. 1.

uses only a fraction of the memory a height map would have
used to represent the environment. Considering that the area
of the setup depicted in Fig. 2 is 3m × 3m and assuming
the size of each cell in the height map to be 5cm× 5cm, it
would have needed at least 28, 800 bytes for storage. This
represents about a 70% increase in memory usage compared
to the proposed representation.

The major elements of our approach, i.e., plane and edge
matching and consensus based pose updating constitutes only
a fraction of the runtime cost. As is expected, the operations
that need to process each pixel, i.e., the plane segmenta-
tion (Sec. III-A) and hidden surface removal (Sec. III-B.2)
operations constitute the lion’s share of the running cost.
Our approach spends 42% of the time performing plane
segmentation, 56% performing hidden surface removal and
the rest 2% in plane and edge matching as well as consensus
based pose updating combined out of about 98ms per frame
of running time.

TABLE II: Memory Usage

Sequence Number of Planes Memory Usage (Bytes)

1 48 8,928
2 42 7,176

V. CONCLUSION

In this paper, we presented a novel approach to identify
and register polygon bounded planes from RGB-D data and
build a 3D polygonal map from extended sequences of
frames while localizing within it. We recorded a couple of



challenging RGB-D frame sequences from a camera mounted
atop a walking Nao humanoid along with ground truth
pose information from a virtual reality tracker. Through our
experiments we were able to demonstrate that the trajectory
computed using our approach was able to reasonably ap-
proximate the ground truth trajectory. We were also able to
formulate reasonably high quality environment representa-
tion through our 3D polygonal maps as we demonstrated
qualitatively via visual analysis. We also proved that the
memory requirements of our map representation compared
to traditional dense representations like the height map is
much less while still being able to update at a reasonably fast
rate of ∼ 100ms per frame. However as we could see from
the plotted trajectories, drift accumulates over time. For our
future work we would aim to correct this by incorporating a
global optimization process.
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