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Abstract— The segmentation of a point cloud into planar
primitives is a popular approach to first-line scene interpretation and is particularly useful in mobile robotics for the
extraction of drivable or walkable surfaces and for tabletop
segmentation for manipulation purposes. Unfortunately, the
planar segmentation task becomes particularly challenging
when the point clouds are obtained from an inherently noisy,
robot-mounted sensor that is often in motion, therefor requiring real time processing capabilities. We present a real
time-capable plane segmentation technique based on a region
growing algorithm that exploits the organized structure of point
clouds obtained from RGB-D sensors. In order to counteract
the sensor noise, we invest into careful selection of seeds that
start the region growing and avoid the computation of surface
normals whenever possible. We implemented our algorithm in
C++ and thoroughly tested it in both simulated and real-world
environments where we are able to compare our approach
against existing state-of-the-art methods implemented in the
Point Cloud Library. The experiments presented here suggest
that our approach is accurate and fast, even in the presence of
considerable sensor noise.

I. I NTRODUCTION
Planes are a prevalent and often dominating geometrical
feature in both indoor and outdoor environments. Indoor
structures such as floors, walls, cupboards, tables, chair
seats and backs etc. as well as outdoor ones like streets,
buildings, cars, and pavements can be efficiently represented
as a composition of planar surfaces. Such environment representations are an important aspect of mobile robotics as they
can drastically reduce the costs of storing and processing a
map in comparison to raw point clouds. Plane segmentation
also finds application in SLAM [1] and visual odometry
where planes are considered to be good geometric features
to match between two frames. Furthermore, as supporting
surfaces such as a table top or the floor are typically planes,
subtracting the points that lie on planes is often a useful
operation when it comes to isolating and detecting objects
of interest in point clouds.
In this paper, we tackle the problem of plane segmentation
of organized point clouds, specifically those that can be
obtained from light and cheap RGB-D sensors that can be
fitted to mobile robots. Organized point clouds can answer
point neighbour queries efficiently because of their imagelike, two-dimensional grid structure. Our approach exploits
this property and uses a region growing algorithm to first
coarsely segment planes whose inliers form a connected
component within the grid. In a second step, the found plane
segments are merged into larger ones keeping both the plane
and neighbourhood constraints in mind. The problem of
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Fig. 1: Planar segmentation of a tabletop scene using our
approach. The orientation of the plane normals are indicated
by arrows.
noise is endemic to all robotic sensors and RGB-D cameras
are no exception. To account for this, our method does
not use per-point precomputed normals during the region
growing as computing reasonably noise-free normals is not
trivial [2] [3]. We also pay special attention to choosing the
seed points of the region growing algorithm, being careful
to avoid object edges or especially noisy areas of the RGBD image. To keep our approach time-efficient, we use an
optimized version of the traditional four-neighbour flood fill
algorithm that makes fewer computations per pixel/point to
determine pixel membership.
II. R ELATED W ORK
Plane segmentation is a widely studied problem and several different approaches have been tried such as Random
Sample Consensus (RANSAC) [4], Hough Transformation
[5], Region Growing, and Expectation Maximization [6].
Although the original RANSAC [4] algorithm was meant
for single-model, noise-tolerant inlier estimation, there have
been several variants developed that are capable of multimodel segmentation, such as MultiRANSAC [7], RANSAC
in conjunction with Normal Distribution Transforms (NDT)
[8], or RANSAC in conjunction with Surfels [9]. Sophisticated algorithms based on RANSAC have been deployed
for not only plane, but multi-primitive segmentation [10]
[11]. However, these methods, although robust against noise
and outliers, are not real time capable. Appearance of spurious non-connected planes is yet another problem. Although
Hough transforms provide an alternative, Borrmann et al.[12]
evaluated different Hough Transform-based methods and
found that the algorithm needed a considerable amount of
memory and processing time, making the approach unsuitable for real time robotic applications.
In contrast, region growing is an efficient method for
plane segmentation and is especially suited to organized or
structured point clouds where neighbourhood information is

readily available. Holz et al.[13] used pre-computed perpoint normals to collect connected regions. Hähnel et al.[14]
and Poppinga et al.[15] used random seeds and collected
connected neighbours in an organized point cloud. Trevor
et al.[16] used fast connected-component labeling and subsequent plane refinement for multi-plane segmentation but
did not use seeds like [14] or [15]. The approach of [16]
is also available in the open source Point Cloud Library
(PCL) [17]. Xiao et al.[18] used a sub-window based iterative
region growing approach that worked in both structured and
unstructured point clouds. Proença et al.[19] proposed a
region growing method that used a histogram of image patch
normals to guide patch membership in a plane segment.
Other methods that do not strictly belong to the above
categories include Holz et al.[3], who used clustering in both
normal space and spherical coordinates to find plane segments and Feng et al.[20] who generalized two-dimensional
line extraction to three-dimensional plane extraction in an
organized point cloud and used Agglomerative Hierarchical
Clustering or AHC to merge extracted plane segments.
Erdogan et al.[21] used an advanced Markov Chain Monte
Carlo (MCMC) method to efficiently search the space of
planar segmentations and merged them using linear least
square fits.
In this work, we too use a seeded region growing approach, but unlike previous approaches, we use an algorithm
that accesses each pixel only a little more than once on
average to determine its membership in a planar connected
component. This is more efficient than traditional fourneighbour region growing which spends four such accesses
per pixel. We also abstain from using per pixel normals
which makes our method more tolerant to noise. Instead,
we determine the surface normal only for carefully chosen
seeds that do not lie on object edges or near holes in the
depth image. This ensures that using a simple cross product
in the immediate neighbourhood of the seed already provides
us with a reliable plane normal. This way, we also avoid
performing expensive operations such as least square fits or
PCA to compute plane parameters.
III. O UR A PPROACH
A. The Region Growing Algorithm
RGB-D data obtained from sensors like the Microsoft
Kinect or the Asus Xtion series of depth cameras have an organized two-dimensional grid structure akin to images. Each
pixel p = (i, j) ∈ Z2 in a frame of depth image obtained
from these sensors corresponds to a point P = (x, y, z) ∈ R3
in three-dimensional space. The two-dimensional pixel grid
allows efficient access to the neighbourhood of a threedimensional point by accessing the points that correspond
to pixel neighbours. We exploit this property and define the
neighbourhood N (Pi,j ) = {Pi−1,j , Pi+1,j , Pi,j−1 , Pi,j+1 }
of a point Pi,j that corresponds to a pixel pi,j in the i-th
row and j-th column of the depth image. The set contains
the four points that correspond to the up, down, left, and
right neighbour pixels of pi,j . We define the neighbourhood
of a pixel N (pi,j ) in the same fashion. Note, however, that

a three-dimensional neighbour is guaranteed to be a pixel
neighbour but not vice versa. Cases where the neighbourhood
relation does not hold can be detected by checking the
Euclidean distance between neighbours against a threshold.
Region Growing, or flooding, begins with a seed pixel
and spreads to its four-connected neighbours N (pseed ), recursively collecting neighbours of neighbours as long as the
neighbour has not already been collected and a mempership
predicate f (p, p0 ) is satisfied. Eventually, no more valid
neighbours are found and the recursion terminates with a
set S of collected pixels. The naive recursive algorithm
accesses each pixel four times. For a more efficient way of
region growing that accesses each pixel a little more than
one time in average, we adapt the algorithm described by
[22] and [23]. Given a seed point, the algorithm proceeds
by identifying a scanline of pixels called a span, all of
which satisfy the membership predicate f with respect to
the seed. A span can be denoted as (i, jleft , jright , κ). The
pixels constituting the span all belong to the same row i of
the depth image and their membership of the span is decided
by only one comparison made with either its left pi,j−1 or
right pi,j+1 neighbour. κ ∈ {−1, 1} indicates the direction of
a parent span which can only be in the row above or below.
Once the seed span has been found, the algorithm proceeds
by pushing unexplored spans above and below onto a stack
and examining them in a similar fashion to a depth first
graph traversal. An example of such spans is illustrated in
Fig. 2. Apart from the reduced number of accesses, growing
the region a span of pixels at a time favors spatial locality
in memory and supports faster access through caching.
B. The Membership Predicate
Our membership predicate
f (p, p0 )

=

fplane (pseed , p0 ) < σplane

∧

feuclidean (p, p0 ) < σeuclidean

(1)

determines the membership of a pixel p0 in a plane segment
during a flood where p ∈ N (p0 ) is already a member
of the segment. The membership predicate consists of two
components. The first component
fplane (pseed , p0 )

= |(Pseed − P 0 ) · nseed |

(2)

measures the perpendicular distance of a point P 0 to the
plane defined by the seed point Pseed and its normal nseed . The
(·) operation represents the vector dot product. Note that the

Fig. 2: The pixels constituting a span belong to the same
row. The child of a span can only be on the row immediately
above or below and must share at least one column with it.

seed remains constant during a flood and only the normal of
the seed is used to determine the plane distance. The second
component involves a Euclidean distance function
feuclidean (p, p0 )

= ||P − P 0 ||

(3)

that is used to ensure that pixel neighbours are also neighbours in three-dimensional space. The two thresholds σplane
and σeuclidean determine whether p0 is to be connected to p.
While we provide σplane as a parameter to our algorithm, we
infer σeuclidean from the seed selection process described in
Sec. III-C.
As an extension to our flooding algorithm, we maintain a
distance buffer D(p) that keeps track of the minimum plane
distance encountered for each pixel p. We initialize D(p) to
∞ for all pixels and update it with the least encountered
plane distance value during the flood. We assign a pixel to
a plane segment only if
fplane (pseed , p0 ) < D(p0 ),

(4)

but we also reassign a pixel if a lower plane distance is
encountered during a later flood. Although this operation
disconnects earlier labeled pixels from their segments, we
find that it performs a better segmentation of the scene
with spurious planes arising due to noise getting overwritten
during later flood iterations with better seeds. Thus we need
to perform a subsequent operation that relabels the segments
that have been disconnected due to the best plane assignment.
Similar to [16], we use an efficient connected component
labeling algorithm using the union-find data structure. At
the end of this operation, we obtain a four-connected oversegmentation of the depth image.
C. Seed Selection
Seed selection significantly affects the quality of the plane
segment gathered by a region growing operation. A seed
that lies on the edge of an object or in a bad region of the
depth image will represent a spurious plane that is absent in
the original scene. We scan the depth image sequentially in
row major order and consider every unmarked pixel to be
a seed candidate. However, without careful seed selection,
using a sequential scanning technique would always lead
to the next seed lying on the boundary of a plane segment
that has already been flooded. We use a seed size parameter
σseed to define a cube of side length σseed around the point
P under test and project the diagonal end points onto the
camera plane to find the minimum pixel distance ρ required
to ensure the seed size. This is illustrated in Fig. 3. The
projection operation yields four end points pup , pdown , pleft ,
and pright in pixel space, separated by ρ pixels from the center
pixel p corresponding to point P . Similar to [24], to check
for distance discontinuity, we ensure that the centroid of the
points corresponding to the four pixel endpoints does not
deviate from p by more than σseed , i.e., the seed area does
not have a distance discontinuity if
Pup + Pdown + Pleft + Pright
−P
4

≤

σseed .

(5)

Fig. 3: Using camera projection to find the seed radius in
pixels.
For checking curvature discontinuities, we employ a twograined approach. In the coarse grain, we skip all pixels as
seed candidates whose cross products with its four neighbours do not agree with each other. Let nup , ndown , nleft , and
nright be the unit normals calculated with the four neighbours
of a pixel p using the vector cross product, then we select
the pixel p as a seed pixel only if
∀ni , nj ∈ {nup , ndown , nleft , nright }, i 6= j :
1 − |ni · nj | ≤ θangle ,

(6)

where θangle is the normal orientation difference threshold
and

nup =

(Pup − P ) × (Pleft − P )
.
||(Pup − P ) × (Pleft − P )||

(7)

The other normals are calculated similarly by taking two
orthogonal neighbours at a time in a counter clockwise
fashion. The coarse-grained check takes care of cases where
the seed point lies on or near an edge but fails in cases
where there are more than one edges within the seed area.
To handle these cases, we use a fine-grained check that looks
for curvature discontinuities along the four pixel segments
defined by the end points pup , pdown , pleft , pright with the
candidate pixel p at the center. We accept the seed only if
∀Pi ∈ {P1 . . . Pρ } :
1 − |(Pendpoint − P ) · (Pi − P )| ≤ θangle .

(8)

Pi is the corresponding point to pixel pi along the segment
starting at candidate pixel p and ending at pendpoint ∈
{pup , pdown , pleft , pright }. See Fig. 4 for examples of distance

Fig. 4: Distance and curvature discontinuities. Left: Distance
discontinuity with δ > σseed . Middle: Coarse grained curvature discontinuity. Right: Fine grained curvature discontinuity. The dotted yellow line indicates one of the four segments
along which we check for a discontinuity.

and curvature discontinuities encountered during seed finding. We infer σeuclidean from the maximum average distance
between the endpoints and the seed, i.e.,
n ||P − P || o
i
seed
,
ρ
where, Pi ∈ {Pup , Pdown , Pleft , Pright }.
σeuclidean = max

(9)

D. Plane Merging
Due to the presence of noise, at the end of the region
growing process, we end up with a set of N over-segmented
planes labeled {l1 , l2 . . . lN }. In the merging step, we merge
plane segments that have similar normal orientation and
are also neighbours not only in pixel space but also in
three-dimensional space. We scan through the four-connected
segments obtained at the end of region growing and relabeling and keep track of the neighbouring plane segments
encountered. The stopping conditions for a flood are either
of the following:
1) The next pixel is bad data.
2) The next pixel does not satisfy the distance threshold
(both plane and Euclidean).
If we stop due to the second condition, we check if the next
pixel is a Euclidean neighbour of the current pixel and add
it to the list of neighbours of the current plane segment. This
ensures that the two segments that are pixel neighbours, are
three-dimensional neighbours as well. Denoting the label of
the current pixel as lcurrent and that of the neighbour pixel
as lneighbour , we also add lcurrent to the list of neighbours of
lneighbour . In this way, we build up a graph structure that
represents the neighbourhood relationships of the flooded
plane segments. This gives us the list of potential candidates
to be merged. Considering only the physical neighbours of
each plane segment makes the merge operation much more
efficient. We use the Agglomerative Hierarchical Clustering
algorithm for the merge operation. For two plane segments
l and l0 to be mergeable, the condition
1 − |nseed · n0seed | <
∧ |(Pcentroid −
∨ |(Pcentroid −

0
Pcentroid
)
0
Pcentroid )

θangle

· nseed | <

σplane-merge

· n0seed | <

σplane-merge



(10)

0
must be satisfied. Here, Pcentroid and Pcentroid
denote the threedimensional centroids of the planes labeled l and l0 , respectively. Similarly, nseed and n0seed denote the seed normals.
For each plane l found during the region growing step,
we look through its neighbour set and also maintain a list
of planes that have already been merged into it, which is

RANSAC
0.60
0.99
1.00
0.66
0.17

IV. E XPERIMENTAL E VALUATION
The main focus of this paper is to obtain a fast and
accurate plane segmentation in an organized point cloud. To
this end, we first show the results of applying our method
in simulated environments where the ground-truth plane
segmentation is known. For comparison, we also apply two
other popular plane segmentation approaches available in
the open source Point Cloud Library [17], namely, Sequential RANSAC [4], and Organized Multi-Plane Segmentation
using Connected Components (CC) [16]. The simulated
environments consist of five scenes constructed with basic geometric primitives like boxes, spheres, and polygons.
These scenes are shown in Fig. 6. The segmentation accuracy
and the computation times of all three methods in each scene
are tabulated in Tab. I. We measure accuracy in terms of
the Intersection over Union (IoU) of found planes with the
ground-truth planes. Computation times were measured on
an Intel i7 8700 3.2 GHz CPU by averaging over a thousand
frames. The result of the experiment supports the increased
accuracy and efficiency of our approach with respect to the
PCL methods.
For real-world experiments, we used an ASUS Xtion Pro
Live RGB-D camera to record test scenes and evaluated
our method in comparison to Sequential RANSAC and
Connected Components. The segmentation results are shown
in Fig. 7. The runtimes of all three tested methods are shown
in Tab. II. All runtimes are averaged over a thousand frames.
Additionally, Fig. 5 shows a pie chart of the percentual
computation times spent in different phases of our algorithm.
We also experimented with the SEGCOMP ABW TEST
dataset [25], which consists of 30 scenes of polyhedral
Seed
Selection
Merge
5.4
23.6

(b) Runtime (ms)

(a) IoU
Scene
1
2
3
4
5

empty for all planes at the start of the algorithm. Once
a pair of planes l and l0 passes the merge conditions, we
obtain a new centroid and normal representing the combined
plane by adding the centroids and normals of the individual
planes weighted by their inlier counts. The inlier set and the
neighbour set of the combined plane contains the union of
the inlier sets and neighbour sets of the individual constituent
planes, respectively. After iterating through all planes found
during the region growing step, we obtain the final set of
merged planes representing the full planar segmentation of
the scene.

CC
0.59
0.93
0.99
0.66
0.71

Ours
0.74
0.99
0.99
0.70
0.94

RANSAC
96.34
13.58
35.91
21.12
18.56

CC
35.15
34.82
34.15
34.86
34.76

Ours
31.58
27.22
28.88
27.66
27.18

TABLE I: IoUs and average runtimes in the simulated scenes.

54.2
Flood

16.7
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Fig. 5: Times spent in different phases of the algorithm (in
percentages).
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Fig. 6: The top row (a)-(e) shows the five noise-free simulated scenes we used for testing. The camera position is indicated
by the axes. Individual planes are marked in different colors. Black areas are non-planar. The second row (f)-(j) shows
segmentations performed using Sequential RANSAC. The third row (k)-(o) shows segmentations using the PCL Connected
Component method. The last row (p)-(t) shows the the scenes segmented using our method.
objects with their visible faces annotated as planar surfaces.
The runtimes and IoUs of the evaluated methods are shown
in Fig. 8.
For Sequential RANSAC, we kept the point-plane distance
parameter fixed at 0.01 m and set the minimum inlier count
to 100. Since the PCL Connected Component algorithm
requires pre-computed normals, we set the parameters of
the normal computation algorithm to the following values.
Normal smoothing size: 6, normal depth change factor: 0.02.
For the plane computation algorithm, we set the angular
threshold to 0.09, the plane threshold to 0.02 m, and the
minimum inlier count to 50. We chose these values by visual
inspection as they gave us the best segmentation for all
scenes. For our plane segmentation algorithm, the following
parameter values were used: σplane was set to 0.03 m, σseed
was set to 0.045 m, θangle was set to 0.1 rad (this corresponds
to about 6° of angular tolerance), and σplane-merge to 0.1 m.
These values were discovered by performing a discrete grid
search within the parameter space. We used the average IoU
over all 30 scenes of the SEGCOMP ABW dataset as the
optimization target.
The Sequential RANSAC algorithm is able to find large
planes with many inliers within the image. However, due
to its random point selection, it often finds planes that do
not correspond to any planes in the original scene. This
Scene Id
Table-top
Stairs
Skateboard
Nao
Chairs

RANSAC
127.28 ms
174.15 ms
203.38 ms
387.43 ms
606.71 ms

CC
39.76 ms
35.48 ms
38.59 ms
40.54 ms
40.84 ms

Ours
44.36 ms
33.85 ms
55.67 ms
42.13 ms
36.72 ms

TABLE II: Average runtimes of the real-world scenes.

is especially true when there are many smaller planes of
roughly equal size, for example the stairs shown in Fig. 6(j)
and Fig. 7(g). In these cases, RANSAC tends to collect inliers
that happen to be coplanar by coincidence, but do not belong
the same planar object. Region growing with neighbourhood
constraints appears to produce better results in such cases.
The CC algorithm essentially works by clustering precomputed normals into plane segments. Although the algorithm uses a sophisticated method to calculate the normals, it is still highly susceptible to noise as even a slight
depth difference within pixels in a neighbourhood can lead
to extremely divergent normal directions. For this reason,
even with a generous angular threshold, the algorithm has
a tendency towards over-segmentation as can be seen in
Fig. 6(n), Fig. 6(o), Fig. 7(k), and Fig. 7(o). Due to noisy
normals, it can also miss planes as for example the die and
the cupboard in Fig. 7(n). It also misses the first step of the
stairs in Fig. 7(l) and the second step of the stairs in Fig. 6(o).
We also experimented with segmentation at lower resolutions. We found that sub-sampling the original image at fixed
intervals often led to better, more consistent results. This is
because sub-sampling tends to reduce the noise present in
the original resolution by essentially performing a smoothing
operation. To validate our point, we show the tabletop scene
in Fig. 9 segmented at successively lower resolutions. Of
Resolution
640 × 480
320 × 240
160 × 120
80 × 60

Runtime
44.36 ms
11.63 ms
3.07 ms
0.86 ms

TABLE III: Runtimes at lower resolutions.
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Fig. 7: The top row (a)-(e) shows the five noisy real world scenes we used for testing. The second row (f)-(j) shows
segmentations performed using Sequential RANSAC. The third row (k)-(o) shows segmentations using the PCL Connected
Component method. The last row (p)-(t) show the the scenes segmented using our method.
Runtimes: Segcomp ABW

IoUs: Segcomp ABW

Runtime (ms)

1

IoU
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Fig. 8: IoUs and runtimes for the SEGCOMP ABW TEST
dataset. The runtimes for RANSAC are not shown as they
were out of scale.
course, we have to strike a balance between noise reduction
and losing details from the original scene. In our experiments
we found that sub-sampling beyond a factor of eight tends
to lose objects present in the original scene. Sub-sampling
has the added advantage that the segmentation times are
drastically reduced as can be seen in Tab. III. At the lowest
resolution, we are able to perform an adequate segmentation
of the scene in less than a millisecond.
V. C ONCLUSION
In this paper, we presented an improved approach towards
plane segmentation in depth images using an efficient seeded

(a) 320 × 240

(b) 160 × 120

(c) 80 × 60

Fig. 9: Planar segmentation of a tabletop scene at different
depth image resolutions.

region growing algorithm coupled with careful seed selection
and avoidance of problematic surface normals. To obtain a
final smooth segmentation, we augmented the region growing with a hierarchical plane merging algorithm based on
neighbourhood relationships between planes obtained during
the region growing phase. We avoided per-point normal
computation which allowed us to handle noisy scenes better.
Through experiments on both simulated and real-world environments, we showed that our approach is real time capable
and can provide better segmentation results than the existing
state-of-the-art for robotic applications.
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