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Abstract. In order to harness the potential of robot swarms, humans must be able to
control decentralized and self-organizing multi-agent systems. The field of human-swarm
interaction investigates how humans with their centralized information and control demands
can be paired with the decentralized architectures of robot swarms. Recently, we have proposed
an architecture which aims at balancing the trade-offs between centralized and decentralized
control and communication in human-swarm interaction while joining the relative capabilities
of human cognition and swarm intelligence. In this article, we expand on this architecture
by discussing a list of design requirements that must be met in order to make robot swarms
embodied extensions of humans that act and feel like natural body parts. We also conceptually
show how some of the design requirements could be implemented by simple rules when we take
the world’s structure into account.

’[...] I believe that the most potent near-future technologies will be those that offer integration and
transformation without implants or surgery: human-machine merges that simply bypass [...] the old
biological borders of skin and skull.’
Andy Clark [1, p.24]

1. Introduction
Swarm robotics [2, 3, 4, 5] is embodied swarm intelligence. In swarms, the agents exclusivity rely
on local inter-robot communication for goal achievement without reference to a global leader.
From an applied view, robot swarms are expected to be of great value in future application
scenarios such as search and rescue [6]. From the view of fundamental research, robot swarms
help us to better understand natural swarm intelligence, which in turn helps us to develop better
robot swarms. This mutual benefit is well-known in bio-inspired artificial intelligence [7], and
has more generally been called Pasteur’s quadrant [8].
The practitioner who wants to engineer robot swarms is faced with a range of challenges [2, 4].
From a technical perspective, one must decide what behaviours the swarm should display
in order to solve the tasks we build the swarm for. Then, one must design local robot
controllers that achieve the desired macrolevel behaviours with robustness and scalability as
general requirements. If the robot swarm should be deployed in the real world, one must also
take into account how human operators can control the swarm due to technical, ethical and
legal issues. Human-swarm interaction (HSI) investigates how the capabilities and demands of
human operators should be joined with the decentralized control architectures of swarms [9, 10].

Recently, we have proposed a mindset on how this design challenge of HSI can be
approached [9]. We think that it is essential to take into account three perspectives when
building swarms; the technical perspective (swarm engineering), the human perspective (humancentred design) as well as how human and swarm can be combined into a joint human-swarm
loop. In real-life, it is neither the swarm nor the human in isolation who copes with the task
objectives, but human and swarm as one joint loop [11] (or one biotechnological matrix [1], or
one intelligent agent [12]). Building on this view, we have further elaborated that HSI can also
be interpreted as human-swarm intelligence, because the design goal is to build an intelligent
(i.e., adaptive, robust and scalable) joint human-swarm loop that can deal with the world.
Figure 1 summarizes this view with the triad of human-swarm intelligence which highlights its
main design dimensions [9]: operator training [13], swarm engineering [2, 4] and human-swarm
interface design [9, 10].

Figure 1. The triad of human-swarm intelligence shows its three main design dimensions:
operator training, swarm engineering and interface design. Adapted from [9].
In our previous work, we also discussed a design theory called the swarm-amplified human [9]
that could potentially guide the selection of design solutions for HSI. This proposed design theory
narrows down the design solution space for each of the design dimensions (human, swarm, and
human-swarm) in the triad of HSI.
Essentially, the swarm-amplified human operationalizes a robot swarm as a semi-autonomous
extension of the human nervous system. For the human operator, these extensions take the
form of artificial body parts. From this perspective, the swarm is not the target of the
interaction, but rather a part of the situated self-regulatory human agent (i.e., part of a
cybernetic organism [1, 14]). Thus, the swarm is part of the interface through which the human
interacts with the world.
This perspective aims at amplifying the self-regulatory capabilities of the human operator,
especially in regard to cognitive capabilities [11], by means of a robot swarm. An intelligent
agent must perceive the environment, decide what to do, and act on the environment [15]. In
the swarm-amplified human, a swarm self-organizes to form networks between relevant features
of the environment and participating human operators, thereby amplifying the humans’ natural
sensation and action ranges. This extension is assumed to amplify natural cognition, given
the assumption that higher-order computation depends on the body’s morphology and sensorymotor capabilities [16, 17]. Figure 2 shows a simple example of how a robot swarm forms a
network that connects a human h to relevant object features fi in a two-dimensional world D.
For further details, we refer the reader to [9].
In this article, we extend our previous work [9] by discussing design requirements for robot
swarms as self-organizing extensions of human operators as well as showing conceptually how
utilizing the world’s structure can simplify the demands on the robot controllers in HSI. Table 1
provides a summary of the notation used in this work.

Figure 2. The human’s natural sensory-motor range is
extended by the swarm robots ri that form a network between
the human h and object features fi . Thereby, a human is
provided with a larger sensory-motor range that is assumed
to amplify natural cognition.

2. Design Requirements for Swarm Embodiment
As a use case, imagine that Major Tom, a member of a future search and rescue unit, is deployed
to a burning warehouse1 where an unknown number of humans are missing. A crucial part of
Tom’s work is his capability to interact with objects, like opening doors and moving obstacles.
Figure 3 shows a sketch in which Tom manipulates an object feature F with the swarm S that is
an extension of himself. Figure 4 shows the corresponding causal model. The two figures show
that instead of controlling the full swarm S, Tom modulates a subset P of the swarm which in
turn forms a closed loop with F , while F is assumed to be a relevant part of environment D
in context of the task. The subset P has self-organized around the object feature F , driven by
local rules that react to the affordances of F given the estimated state of Tom Ĥ. These subsets
P take the form of artificial body parts for the observing Tom. Communication between the
human H and P is established by the self-organizing ad-hoc network GC , called the connectome
graph. Information about the feature state estimations F̂ is communicated back to Tom via
GC . Figure 5 shows a sketch of Tom’s head-up display.
While following the bottom-up route to developing intelligent agents [19, 20], we are motivated
to identify a minimal set of abstracted design requirements for making P embodied extensions
1

The reader could also imagine a futuristic warehouse in space.

Table 1. Notation used in this work. Adapted from [9].
Variable

Description

Domain D
Object features F

The world the agents act in.
The set of relevant object features in relation to a task, with
fi ∈ F and F ⊆ D. Each fi is defined by a state vector. While
an object may have multiple features that can of interest, in
this work fi directly corresponds to a given object for the sake
of clarity.
The set of human agents that participate in the agent network,
with hi ∈ H. Each hi is defined by a state vector.
The set of robot agents that form the swarm, with ri ∈ S.
Each ri is defined by a state vector.
The set of robot agents that form local sensory-motor loops at
object features fi with pi ∈ P and P ⊆ S. A certain part pi
forms a behavioural robot cluster that is treated as an artificial
body part of human hi .
The graph that is formed by robot agents ri to connect humans
H to subswarms P that in turn are connected to relevant object
features in F .
Estimated state of humans H that is transmitted via GC from
H to P .
Estimated state of object features F that is transmitted via
GC from P to H.

Humans H
Swarm S
Subswarms P

Connectome graph GC

Estimated state of humans
Ĥ
Estimated state of object
features F̂

of a human that describe the underlying principles at work, without getting overwhelmed by
the detailed complexity of the design challenge. A summary is given in Table 2 and Figure 6.
We assume that the proposed list provides necessary but not sufficient requirements for making
robot swarms embodied extensions. In addition, they represent our expectations about good
joint human-swarm loop performance (cf. [9]) and should therefore be treated as hypotheses.

2.1. Embodiment 1: Reducing Higher-order Controller Complexity
From the perspective of the joint human-swarm loop, we are motivated to design the swarmamplified human as an intelligent agent that is optimized to deal with the tasks at hand. In
real-life applications such as Tom’s scenario, it must be remembered that the overall task is not
to control the robot swarm, but rather to get the actual tasks done such as rescuing people.
To do so, Tom must deal with multiple subtask in the environment, such as opening doors,
moving obstacles out of the way, searching for the best way through the hostile environment,
coordinating with team members, and so forth. What this perspective highlights is that the robot
swarm, as a useful tool for supporting Tom, must be allocated where it needs to be. In other
words, the robot swarm S should split into specialized parts P at locations of the environment
that offer affordances (A1) to interact with the tasks that need to be solved (Figure 4). This
perspective is deeply related to embodiment; fundamentally, an agent is capable of solving tasks
in its environment by exchanging information with it through its body. To exchange information,
the body must be located near the physical mechanisms that afford interaction. To see the sky,
I must look at the sky. To grasp an object, I must move my hand to that object.

Figure 3. Sketch of the future search and rescue specialist Major Tom
H who is supported by a self-organizing robot swarm S that acts as
an embodied extension of himself. The swarm has self-organized into a
subswarm P , that Tom interprets as an artificial body part, around the
object feature F while being connected to it via the connectome graph GC .

Figure 4. Causal model of the the swarmamplified human. Adapted from [9] and [18].
See Table 1 for the notation.
Thus, a robot swarm is embodied swarm intelligence in the sense that a physical agent is
situated in the real world and therefore must deal with real-world complexities [18, 21, 22].
This embodiment comes both with a weakness and a strength. The physical nature constraints
the agent’s possibilities [15, 23]; the agent’s morphology, sensory and motor apparatus, and
controllers as well as its energy supply define an upper limit for the agent’s capabilities. Even the
stunning size of a human’s state space has a theoretical upper limit if the human’s morphology
is not changed or not supported by tools. On the other hand, well-known work such as passive
walkers [24] demonstrate how the physical body can perform computation on its own, thereby
simplifying the requirements for a higher-order controller.
Outsourcing tasks to lower-order systems, such as the body’s mechanical nature, reflex
pathways and low-order sensory-motor systems, can be seen as a special case of a hierarchical
control architecture2 that is tuned to deal with complex scenarios. In the real world, critical
situations often demand a fast reaction [21]. If I trip over a stone, my body must be stabilized
fast - there simply is no time to harness the full potential of higher-order cognition. Similarly, a
mouse that can not quickly classify a cat and therefore does not implement the behaviour ’run
2

Where elements on a microlevel self-organize into hierarchically interacting subunits on a macrolevel [9, 25]

Figure 5. Sketch of Tom’s head-up display while he interacts with two
objects via the swarm extension.

Figure 6. Illustration of the necessary design requirements for making swarms embodied
extensions of humans. See Table 2 for the corresponding list.

Table 2. Necessary design requirements for making swarms embodied extensions of humans.
A: Requirements for architecture; C: Requirements for swarm controllability; E: Requirements
for swarm embodiment.
Name

Description

A1: Affordance

The swarm S must split into specialized subswarms P at
locations of the environment that afford possibilities for task
interactions with F .
The subswarms P must be capable to handle some situations
while being modulated by the state of the human H.

A2: Hierarchical architecture
C1: State dependence
C2: Tuned mental models
C3: Causal temporal sequence
C4: Minimal delay
C5: Observable feedback
E1: Self-assembly
E2: Passive control

E3: Limb-like visual form

E4: Multiple modalities
E5: Spatio-temporal matching
E6: Morphological mapping

The states of the subswarms P must at least partly depend on
the human state H.
The human’s mental models must be tuned to swarm control.
A change of the subswarms’ state P 0 must occur after a change
of the human’s state.
A change of the subswarms’ state P 0 must occur shortly after
a change of the human’s state.
A change of the subswarms’ state P 0 must be presented to the
human.
The subswarms P must form and hold into an organization
that is separate from the rest of the world.
The states of subswarms P must be influenced by the estimated
human state Ĥ without the human needing to consciously
supervising the subswarms while conscious control should still
be possible.
The subswarms P should look similar to natural body parts,
such as a hand, although non-humanoid morphologies may be
possible.
Feedback to the human H should be provided via multiple
modalities.
Multiple sensory cues must be spatio-temporally matching.
The morphology of the subswarms P should be mapped to the
human’s morphology.

away’ will not survive very long [26]. An autonomous underwater vehicle that can not handle
water currents on its own will fail its purpose given that operator control is not always possible
underwater due to communication limitations [27].
This hierarchical architecture (A2) is the underlying design principle of the swarmamplified human; the higher-order human H with its adaptive and cognitive capabilities
modulates semi-autonomous lower-order embodied swarms P (Figure 4). Another way to put
it is to say that the human’s state space is much larger than compared to the state space of
the robot swarm (outer loop in Figure 6). The subswarms may be driven by behaviour-based
principles [28] on the microlevel; they can react fast3 , but will fail in more complex situations.
3

Of course, self-organizing swarms do not always react ’fast’, especially if the swarm switches between attractor
states such as in distributed decision making [29]. The point here is when an attractor is found, such as a
particular robot assemble [30] at the location of the task object, the swarm can directly interact with that object.

The human’s cognitive system on the other hand can deal with a large situation space, which
however often requires time. As demonstrated by passive walkers, a cognitive system must only
modulate the lower-order system, without controlling the details. This reduces the information
that needs to be exchanged between H and P , or rather H and F , via GC .
2.2. Embodiment 2: Swarms as Controllable Extensions of the Human Body
From the perspective of distributed and extended cognition [1, 31, 32], every object that is used
by an active agent becomes part of the agent’s information loop through which a particular
goal is accomplished. But there seems to be a phenomenological difference between something
which does not belong to my body, such as a hammer, and part of my body, such as my leg.
The notion of integrating, or embodying, artificial body parts P we use here is something in
between: we want the swarm to interface with the nervous system and be accepted by it as part
of the body, because being part of my body comes with benefits such as a feeling of trust and
controllability. On the other hand, we do not want human operators to be disabled if the swarm
is lost, as would be the case with a real body part. In Tom’s scenario, one therefore may think
of swarms forming themselves into artificial body parts if the task objectives require this, while
Tom feels that his body has changed and the artificial body parts are now part of himself. When
the artificial body parts are not needed any more, they dissolve without disadvantages for Tom
who now solely feels his biological body.
Although we do not know in detail how we can robustly trick the nervous system into
believing that an artefact like a robot swarm belongs to the biological agent’s body, while
some neuro-cognitive experiments and clinical conditions provide motivation that this should be
possible [33, 34, 35, 36, 37, 38, 39, 40, 41], we can start by formulating some obvious necessary
conditions that must be met. In the neuro-cognitive sciences, evidence, although not conclusive,
has been accumulated for a double dissociation between a sense of agency (i.e., a feeling that I
am the author of a state, here called ’swarm controllability’), and a sense of ownership (i.e., a
feeling that something belongs to my body, here called ’swarm embodiment’) [34]. In general,
the supervision of an artificial agent by a human operator, such as the swarm in the swarmamplified human, requires a feeling of controllability due to practical constraints in most realworld applications. It would be hard for Tom to trust and accept the automated swarm if he
does not feel that he has some form of control over it, at least if the swarm is expected to fall
short of full autonomy. On top of swarm controllability, swarm embodiment should make the
swarm more natively useable for Tom, which reduces swarm supervision demands and thereby
leaves potential for attributing valuable cognitive resources to more demanding work tasks.
2.2.1. Swarm Controllability To be a part of a dynamical system, there must be a state
dependence (C1) between the components, i.e., the state of one component restricts the state
of the other component. This, of course, requires that information can be exchanged between
the components. In general, H and P can either be linked via the human’s sensory-motor
capabilities, e.g., if the human operator controls a swarm via a joystick, or by directly linking
the swarm to the state of the nervous system, i.e, via brain-computer interfacing [42]. Given that
natural body parts are not controlled via joysticks but depend on the direct electro-physiological
state of the nervous system, the latter may be preferred in the long run. However, for now we
can attempt to formulate design principles that allow us, as Andy Clark puts it, to ’bypass
[...] the old biological borders of skin and skull.’ [1, p.24]. For example, we may classify the
human’s cognitive state based on physiological measurements [43], such as whether it is in a
stable or critical state, and utilize this classification as input for P given the assumption that
the physiological state is also a map of the neural state.
Four additional necessary requirements should be stated in order to establish controllability
over the swarm. First, the human must be aware how his own actions or states (neurally,

psychologically, and physiologically) relate to the state space of the swarm. If Tom does not
know how he can influence the swarm, he may misattribute the swarm’s state to other external
factors. This highlights the importance of experience with the swarm, or operator training, that
tunes the human’s mental model (C2) to the swarm [13]. It also underlines that accessible
human states should be used as control inputs and that a simple mapping between the state of
the human and the swarm should be established. Second, the human’s control input must be in
a causal temporal sequence (C3) before, and preferably with minimal delay (C4), to the
triggered swarm’s action. From Tom’s perspective, it would be unlikely that he is the author of
a swarm state if it occurs one minute before he actually implemented a control action. Given
the self-organizing nature of robot swarms, establishing fast reactions of the robot swarm is not
always straight forward and must be addressed. Third, the triggered state change of the swarm
must be made available in the form of observable feedback (C5). Presumably the simplest
feedback would be the visual observation of a swarm’s state change, e.g., a change in formation.
2.2.2. Swarm Embodiment In order to trick the nervous system into accepting P as part of its
body, we must first of all make sure that P provides the possibility that it can be experienced
as one spatio-temporal entity. Body parts are components of living agents which have the
fundamental capability to hold into an organization that is separate from the environment [44],
thus not to disintegrate over varying situations and over time. Therefore, artificial body parts P
must form and hold, i.e, self-assemble (E1), into a particular form that the human operator can
perceive as something which exists on its own, separated from the environmental background.
We can also ask how body control feels in daily life. Most of the time, we do not explicitly
think about body movement. When walking down the street, it is rare that you explicitly think
about your leg movement, yet alone the detailed muscle control of your legs [9]. Therefore,
the state dependence of P on the human state H should take the form of passive control
(E2), i.e., classifying the human state and using this estimated state Ĥ as control inputs for P .
However, we can also choose to consciously control our body, for example when we want to learn
a new motor pattern for mastering a musical instrument. Therefore, the desired implementation
should also allow the human to switch to a more conscious form of control (e.g., [45]).
The rubber hand illusion is the best known experiment that demonstrates how the brain can
be tricked into perciving an artificial object as part of the body [33]. A rubber hand is placed
on a table, while the participant is instructed to place hers or his hand under the table at the
same position as the rubber hand. The participant now observes some part of the hand being
stroked, while the participant’s real hand is in synchrony stroked at the same location under
the table, which is not seen by the participant. This synchronized multimodal feedback seems
to be sufficient to trick the brain into accepting that the rubber hand is the participant’s actual
hand. Predictive coding has been put forward as a general mechanisms of the brain, which
fundamentally states that the brain generates hypotheses about expected sensory inputs given a
model, in our discussion of what objects belong to the agent’s body, and updates this model if a
mismatch between the expectation and the real inputs occurs [39, 46, 47]. By identifying which
sensory signals (cues) and related mechanisms the brain uses for updating its estimation of body
ownership, we may identify possible leverage points that could be considered for embodying
swarms into humans. Thus, the goal of swarm embodiment is to augment the swarm with
convincing evidence that it is part of the human body.
It seems that the visual form (E3) of an object is a dominant cue the brain utilizes and has
been suggested as the first filter the brain deploys for deciding body ownership [34, 48]. This
means that the subswarms P should self-organize into forms that are similar to body parts, such
as a hand. However, it seems that non-human forms, such as tails [40] and wings [36], can also be
accepted by the brain as parts of the body [41]. Whether non-humanoid body parts can indeed
be accepted by the brain as parts of the body relates to asking if the brain compares sensory

inputs with stored models of the body that can be overwritten and is a matter of debate [34, 49].
For real body parts, proprioceptive and posture signals as well as touch sensations seem also
to be of interest for the brain [34, 48]. In order to generate convincing information for the brain
that the swarm is part of the body, one should therefore utilize multiple modalities (E4) that
must spatio-temporally match (E5). In the rubber hand illusion, the perception of ownership
becomes less likely with an increase in distance between the rubber hand and the real hand,
which produces a mismatch between proprioceptive and visual cues [34].
In general, swarm embodiment could be approached from two sides which correspond to
different experimental paradigms that define whether the extension is designed after the human
morphology or not. For a general overview of human augmentation see [35]. First, as exemplified
by the rubber hand illusion, we could strive to make the swarm as similar as possible to a real
body part and then attempt to synchronize the different cues (visual, posture, and touch)
with each other. This approach comes with a list of challenges, the most relevant one being
the restriction to the human morphology. The main benefit of swarms are their scalable selforganizational nature, i.e., their capability to scalable form new functional structures during
runtime. This strength is obviously inhibited if the robot swarm must conform to a predefined
form. Efforts that extend the human morphology with prosthetic-like body parts, such as a third
arm [38] or a third thumb [37], relate to this approach4 . Second, as exemplified by augmenting
humans with tails in a VR environment [40], we could attempt to train the human to remap
his body representation by mapping (E6) non-humanoid morphologies onto the body [41]. For
example, the whole body posture could be utilized [40] or we may use mapped tactile feedback on
the skin [36]. Tom may be equipped with a vibrating feedback device on his chest that provides
position-specific information about tactile and proprioceptive feedback. This latter approach
seems more practical for swarm embodiment, although controversial (see above).
3. Exploiting the World’s Structure for Swarm Embodiment
While having the above use case of Major Tom (Figures 3 and 5) in mind, we implemented a
simple simulation in MATLAB 2020b in order to illustrate how even simple rules can be sufficient
for self-assembly (E2) and limb-like visual form (E3) based on derived affordances (A1) when
we take the world’s structure into account. The task for the robot swarm S is to split into body
parts P with limb-like forms at the object features F . We placed two types of agents as point
masses onto a 100x100 grid domain D:
• Human: One human h was placed at a fixed position on the lower part of the grid.
• Robots: A number of swarm robots ri were randomly placed on the lower part of the
grid. At each iteration of the simulation loop, a robot randomly selects one of the eight
surrounding cells and moves there if it is free. Each robot has the capability to detect when
an object feature F is on a neighbouring cell.
Two box-shaped object features F were placed in the upper two corners of the grid domain.
Figures 7 and 8 show an exemplary simulation run with 200 swarm robots. Without the
application of positive or negative feedback loops [3], the artificial body parts P form with
two limbs, or fingers, ’grasping’ the objects F based on the naive rule ’if I sense an object, I
stop’. Of course, this would require that the robots are capable to identify affordances [50] such
as where to attach. Importantly, it is the exploitation of the objects’ geometry and position in
reference to the environment [51], here the placement of box-shaped objects into the corners, that
allows us to greatly minimize the controller complexity of our embodied swarm (Section 2.1).
Such an exploitation of world structures may be combined with approaches to selfassembly [52, 53, 54, 55] on suitable robot platforms like swarmanoid robots [30] that can
4

It may also be argued that they belong to the second approach.

self-assemble into capable morphologies. For details about the connectome graph GC between
humans H and body parts P , the reader is referred to [9]. In sum, even naive rules in combination
with a structured environment may be utilized for designing swarm embodiment - an insight,
which is at the very heart of behaviour-based robotics (’The world is its own best model’, [21,
p.15]), and embodied intelligence.

Figure 7. At the start of the simulation, the
robot swarm spreads out into the domain in
search of object features.

Figure 8. With time, artificial body parts
with two limbs, or fingers, have formed by the
robots that attached to the object features.

4. Conclusion
In this contribution, we have discussed design requirements that we expect to be necessary
though not sufficient for making robot swarms embodied extensions of humans. We have
also shortly elaborated on how even simple solutions may be applied to produce some desired
behaviours. The discussed design requirements should be seen as hypotheses in the quadrant of
both applied science and fundamental science. For the former, the requirements form hypotheses
about what would be a good design blueprint for making robot swarms embodied extensions of
humans. This in turn is expected to result into good performance of the joint human-swarm
loop. For the latter, the requirements form hypotheses about how the brain controls the world
and forms its perception of body ownership. Robot swarms may therefore not only be used
for understanding biological swarm intelligence, but also for understanding neural intelligence.
Indeed, from a high-level standpoint, swarms and neural systems may not be so different after
all [9, 56]. Human-swarm interaction intersects both with the neuro-cognitive sciences and
swarm robotics and could therefore be utilized to investigate self-organizing intelligence across
matters and scales.
A range of technical and ethical challenges must be solved in order to implement the swarmamplified human in a real-life scenario. For example, a question which is currently addressed
is how robot swarms can form into capable morphologies. Of particular interest in relation to
the swarm-amplified human is the mergeable nervous systems [55], which demonstrates how a
robot swarm can form into different morphologies with a hierarchical architecture. From an
ethical perspective, we must ask ourselves whether we want to extend our bodies [1], even if this
modification is reversible (Section 2.2), given the assumption of embodied intelligence that our
higher-order capabilities and first-order experiences are based on our bodies’ morphologies. We
therefore close this article by inviting the reader to consider a variation of Nagel’s question [16]:
What is it like to be a swarm-amplified human?
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