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Humanoid Robots
Exercise Sheet 4 - Forward Kinematics and 3D Representations

Exercise 5

The task of computing the end-effector pose given the current joint encoder readings is called
forward kinematics. In this exercise, we will compute the forward kinematics for the left arm of a
Nao robot.

For the kinematic computations, we will use the Denavit-Hartenberg (DH) representation1. Each
joint is represented by a coordinate system (𝑋, 𝑌, 𝑍) and four parameters (𝑑, 𝑎, 𝜃, 𝛼). The 𝑍 axis is
always the rotation axis of the joint. For an explanation of the other axes and parameters, see the
following video by Ethan Tira-Thompson: https://www.youtube.com/watch?v=rA9tm0gTln8.

The layout of Nao’s joints are given on slide 5 of the slides on whole-body self-calibration. The DH
parameters of the left arm’s kinematic chain are as follows:

joint name abbrev. 𝑑 [meters] 𝑎 [meters] 𝜃 [radians] 𝛼 [radians]
LShoulderPitch LSP 0 0 0 𝜋

2
LShoulderRoll LSR 0 0 𝜋

2
𝜋
2

LElbowYaw LEY 0.0900 0 0 −𝜋
2

LElbowRoll LER 0 0 0 𝜋
2

LWristYaw LWY 0.0506 0 0 𝜋
2

The goal of this exercise is to compute the transformation ℱ𝐵
𝐸 (q̂) from the left hand frame 𝐸 to the

robot’s base frame 𝐵 given the encoder readings q̂.

This transformation can be factorized to

ℱ𝐵
𝐸 (q̂) = T𝐵

shoulder · Ashoulder
LSP · ALSP

LSR · ALSR
LEY · ALEY

LER · ALER
LWY · TLWY

E . (1)
1Note that there are multiple conventions for aligning the coordinate systems and for numbering the indices in the

literature. We will used the “modified” version of DH and use only one index per transformation.

https://www.youtube.com/watch?v=rA9tm0gTln8


The point where the arm is attached to the torso is given by the homogeneous transformation
matrix

T𝐵
shoulder =

⎛⎜⎜⎜⎝
1 0 0 0
0 0 1 0.098
0 −1 0 0.100
0 0 0 1

⎞⎟⎟⎟⎠ (2)

and the point where the hand is attached to the other end of the arm is given by

T𝐿𝑊 𝑌
𝐸 =

⎛⎜⎜⎜⎝
0 1 0 0.0159
1 0 0 0.0580
0 0 −1 0
0 0 0 1

⎞⎟⎟⎟⎠ . (3)

Each transformation A𝑖−1
𝑖 (𝑞𝑖) consists of four coordinate transformations:

A𝑖−1
𝑖 (𝑞𝑖) = Rot𝑧 (𝜃𝑖 + 𝑞𝑖) · Trans𝑧 (𝑑𝑖) · Rot𝑥(𝛼𝑖) · Trans𝑥 (𝑎𝑖) (4)

where Rot𝑧, Rot𝑥, Trans𝑧, Trans𝑥 are the homogeneous matrices for rotation around the 𝑧 axis,
rotation around the 𝑥 axis, translation along the 𝑧 axis, and translation along the 𝑥 axis, respectively.
See the slides on homogeneous coordinates for the definitions of the matrices.

a) Implement the homogeneous rotation and translation matrices for the given axes in rotationX,
rotationZ, translationX, and translationZ.

b) Implement the method getA for computing A𝑖−1
𝑖 (𝑞𝑖) according to Eq. (4).

c) Implement the method computeHandTransform for computing the complete transformation
ℱ𝐵

𝐸 (q̂) between the robot’s torso and the hand end-effector according to Eq. (1).

If you have Gnuplot installed on your computer, then you can execute the file scripts/plot.gp to
get an interactive 3D view of the resulting trajectory (Windows: double-click the file in explorer /
Linux: change with cd to the scripts directory and run ./plot.gp).

On the Wiki, you’ll find the same plot and also a video of the robot’s motion in a simulation
environment.
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Exercise 6

Assume that we have a point cloud of a 3D environment, for example retrieved from a laser scanner
or a 3D camera. Now we would like to represent this data as an octree.

The octree algorithm starts with a complete
cube and subdivides it recursively into eight
smaller cubes. It only splits cubes that are
neither fully occupied nor fully empty until all
cubes are either occupied or free. When insert-
ing a new point, you keep splitting the cubes
until you reach a pre-defined minimum size of a
3D cube, i.e., a certain depth within the octree.
The order of the subcubes is given in the figure
on the right.

In the source code for this exercise, we represent a 3D cube as an instance of class Node. Each node
has a pointer to the parent node and 8 pointers to child nodes for representing the tree structure.

Exercise steps:

a) The method Octree::insertPoint(const Eigen::Vector3d& point) is already given in
the code and contains the general algorithm for inserting a new point into an octree. Inspect
the code to find out how the algorithm works.

b) Implement Node::findIndex(const Eigen::Vector3d& point), which is a member func-
tion of class Node, and is responsible for returning the index (0–7) of the child cube that will
contain the given input point if we split that node.

c) Implement Octree::findNode(const Eigen::Vector3d& point), which is a member of
class Octree and traverses the tree from the root to find the existing leaf Node that contains
a given point.

d) Implement Node::split(const Eigen::Vector3d& point) which is a member function of
class Node, and splits the node into eight child nodes. It returns the child node containing the
given point, and sets its status temporarily to OCCUPIED. The status of the other empty child
nodes are set to FREE. The status of the parent node is set to MIXED, i.e. neither completely
occupied nor completely free.

e) Implement Node::merge() which tries to merge the current node in case all children are either
occupied or free. It sets the status of the parent to the common status of the children and
deletes all the children nodes.

The scripts folder contains a Gnuplot script for rendering an interactive 3D view of the octree
that your program generates. Caution: The Windows version of the Gnuplot script is unstable
and may crash on some computers, so save your work before running the script!

You can move the 3D view with your mouse. Alternatively, you will find a top-down view and a
rotating 3D animation in the Wiki.
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Exercise 7

This exercise is a pen-and-paper exercise without source code. Hand in your solution
by putting a PDF file named src/07_kdtree/solution.pdf in your GIT repository.

A kd-tree is an efficient data structure for storing 3D points (or even higher-dimensional tuples).
In kd-trees, location queries can be executed in time 𝒪(log 𝑛), compared to 𝒪(𝑛) in the case of
ordinary lists.

The kd-tree is a special case of binary trees, but for 𝑘 instead of two dimensions. There are many
ways to select the root node and pivot elements. The pivot elements are the nodes of the tree which
determine the splitting planes.

In this exercise, we are considering the simple, balanced kd-trees. In this method, we select one of
the available dimensions and sort the set of points based on the value of that selected dimension.
Then, we select the median point as the pivot element (without replacement from the set of points).
Based on that, the set of points is divided into two sets: one set contains the points of the left
sub-tree which have smaller values compared to the pivot point (relative to the selected dimension),
and the other set contains the remaining points. After that, this step will be repeated recursively
for every set of points and we keep cycling through the different available dimensions throughout
the tree levels.

Generate a kd-tree for the following set of 3D points:

⎡⎢⎣ 5 8 2 −8 −7 5 7 3 −4 9 −1 0 0 2 4 9 10
0 −1 −10 5 7 7 3 2 −1 1 5 7 5 4 7 −8 −3

−3 −4 8 6 −6 15 4 2 3 −4 7 0 2 −1 4 5 −7

⎤⎥⎦
Each column represents a point in the form of (𝑥, 𝑦, 𝑧) (e.g., (𝑥1, 𝑦1, 𝑧1) = (5, 0, −3)).

Exercise steps:

a) Generate the kd-tree for the given set of points and draw it.

b) Save your drawn tree to a file named as src/07_kdtree/solution.pdf (Note: hand-drawn
figures are acceptable as well as computer-generated ones).

c) Git add, commit and push that file to the exercise workspace.

Deadline: 2 June 2016, 11:59 am
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