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Robots in 3D Environments 
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Motivation 

§  Robots live in the 3D world 
§  Collision avoidance, motion planning, and 

localization require accurate 3D world 
models 

§  Given 3D point cloud data from known 
robot/sensor poses 

§  How to represent the 3D structure of the 
environment? 
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Data Acquisition Example 
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Popular Representations 

§  Point clouds 
§  Voxel grids 
§  Height maps 
§  Surface maps 
§  Meshes 
§  … 
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Point Clouds 
§  Set of 3D data points 
§  Created, e.g., by a laser scanner or depth 

camera 
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Point Clouds 
Pros 
§  No discretization of data 
§  Mapped area not limited 

Cons 
§  Unbounded memory usage 
§  No constant time access for location queries 
§  No direct representation of free or unknown 

space 



8 

Point Clouds and Efficient 
Location Queries  
§  Naïve implementation (list, array) has a 

linear complexity for location queries 
§  More effective solutions through  

kd-trees (see exercise) 
§  Search/insert/delete in logarithmic time on 

average 
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3D Voxel Grids 
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3D Voxel Grids 
Pros  
§  Volumetric representation 
§  Constant access time 
§  Probabilistic update 

Cons 
§  Memory requirement: Complete map is 

allocated in memory 
§  Extent of the map has to be known/guessed 
§  Discretization errors 
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2.5D Maps: Height Maps 
Average over all points that fall into a cell and 
consider this as the height value 
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2.5D Maps: Height Maps 
Pros 
§  Memory efficient (2.5D) 
§  Constant time access  

Cons 
§  No vertical objects 
§  Only one level is represented 
§  No distinction between free and unknown 

space 



17 

Example 
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Multi-Level Surface Maps (MLS) 
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MLS Map Representation 

X 

Z 

Each 2D cell stores a set of 
“patches” consisting of: 

§  The height mean µ 

§  The height variance σ 

§  The depth value d 

Note: 

§  A patch can have no depth 
(flat objects, e.g., floor) 

§  A cell can have one or 
many patches (vertical gap 
cells, e.g., bridges) 
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From Point Clouds to MLS Maps 
§  Determine the cell for  

each 3D point 

§  Compute vertical intervals 
based on a threshold 

§  Classify into vertical  
and horizontal intervals 

§  Take the mean and variance of the highest 
measurement for the vertical intervals 

§  Estimate their depth based on the highest 
and lowest measurement 

Y 

X 

gap size 
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Point cloud Multi-level surface map 

Multi-Level Surface Maps (MLS) 
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MLS Maps 

Pros  
§  Can represent multiple surfaces per 

cell 

Cons 
§  No representation of unknown areas 
§  No volumetric representation but a 

discretization in the vertical dimension 
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Octree-Based Representation 
§  Tree-based data 

structure 
§  Recursive subdivision of 

the space into octants 
§  Volumes allocated  

as needed 



25 

Octrees 
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Octrees 

Pros  
§  Full 3D model 
§  Inherently multi-resolution 
§  Memory efficient, volumes 

only allocated as needed 
§  Probabilistic update possible 

Cons 
§  Implementation can be tricky  

(memory, update, map files, …) 



27 

OctoMap Framework 
§  Based on octrees 
§  Probabilistic, volumetric representation of 

occupancy including unknown 
§  Supports multi-resolution map queries 
§  Memory efficient 
§  Compact map files 
§  Open source implementation as C++ library 

available at  
http://octomap.github.io/ 
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Ray Casting for Map Update 

end point 

sensor origin 

§  Ray casting from sensor origin to end point 
§  Mark last voxel as occupied, all other voxels 

on ray as free 
§  Measurements are integrated 

probabilistically 

28 
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Probabilistic Map Update 
§  Occupancy probability modeled as recursive  

binary Bayes filter 

§  Efficient update using log-odds notation 

[Lecture on Cognitive Robotics] 
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Multi-Resolution Queries 

0.08 m 0.64 m 1.28 m 
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Lossless Map Compression 

§  Lossless pruning of nodes with 
identical children 

§  Can lead to high compression ratios 

[Kraetzschmar ‘04] 
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Video: Large Outdoor Areas 

Freiburg computer science campus  
(292 x 167 x 28 m³, 20 cm resolution) 

Octree in memory: 130 MB 
Octree file: 50 MB  (2 MB .bt) 
3D Grid: 649 MB 
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Online Mapping With Octomap 
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Exam 

§  Oral exam 
§  Two days offered: August 13 (Thu) 

and August 17 (Mon) 
§  Application deadline: June 21 
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Partially Updated Schedule 

§  Due to public holidays 
§  Check webpage! 
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Motivation 

§  Robots live in the 3D world 
§  Collision avoidance, motion planning, and 

localization require accurate 3D world 
models 

§  Given 3D point cloud data from known 
robot/sensor poses 

§  How to represent the 3D structure of the 
environment? 
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Signed Distance Function 
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Signed Distance Function (SDF) 

Key idea:  
Instead of representing the cell’s 
occupancy, represent the distance of each 
cell to the nearest measured surface. 
In this way, the surface can be extracted 
afterwards at sub-voxel accuracy. 
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Signed Distance Function (SDF) 

§  Grid maps: Explicit representation 

 
 

§  SDF: Implicit representation 

0 1 0.5 0.5 

x 

 x 

-1.3 -0.3 0.7 1.7 negative =  
outside obj. 

positive =  
inside obj. 

zero =  
free space 

one = 
occupied 

1D example 
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SDF Approach 
1.  Compute the signed distance values 
2.  Extract the surface using interpolation  

(the surface is located at zero-crossing) 

x 

-1.3 -0.3 0.7 1.7 negative =  
outside obj. 

positive =  
inside obj. 

1D example 
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Weighting Function 
§  Weight each observation according to its 

confidence 

§  Small weights ensure that values can be 
updated when better ones get available  

 

measured 
depth 

weight 
(=confidence) 

signed distance 
to surface  
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SDF in 3D 

D (x ) < 0

D (x ) = 0

D (x ) > 0

Nega%ve	  signed	  distance	  (=outside)	  

Posi%ve	  signed	  distance	  (=inside)	  
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Truncated SDF 
§  Compute the SDF from a depth image 
§  Measure the distance of each voxel to the 

observed surface 
§  Consider only a small interval around the 

endpoint for efficiency (truncation) 

camera	  
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SDF 
Store for each point (corresp. to a voxel) 
§  Distance to the next surface 
§  Weight 
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Weighted Update 
§  Calculate the weighted average over all 

measurements for every voxel 

Several	  measurements	  of	  the	  voxel	  

incremental computation  
of the weighted mean 
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Surface Rendering 

1. Ray casting (GPU, fast) 
For each camera pixel, shoot a ray and 
search for the zero crossing  
 

2. Poligonization (CPU, slow) 
Using the marching cubes algorithm 
Advantage: Outputs a triangle mesh 
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Ray Casting 
§  For each pixel, shoot a ray and search for 

the first zero crossing in the SDF 
§  Value in the SDF can be used to skip along 

when far from surface 
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Mesh Extraction using  
Marching Cubes 
Find zero-crossings in the signed distance 
function 

3D 2D 
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Marching Cubes 

In 2D: Marching Squares 
§  Evaluate each cell separately 
§  Check which vertices are inside/outside 
§  Generate triangles according to 16 lookup 

tables 
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Marching Cubes (3D) 

http://users.polytech.unice.fr/~lingrand/MarchingCubes/algo.html 
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Signed Distance Functions 

Pros  
§  Full 3D model 
§  Sub-voxel accuracy 
§  Supports fast GPU  

implementations 

Cons 
§  Space consuming voxel grid 

Knowing camera motion...

Richard A. Newcombe (RSE and GRAIL labs) CSE 576 KinectFusion: Real-Time Dense Surface Mapping and Tracking

...enables measurement fusion (surface reconstruction)...

Richard A. Newcombe (RSE and GRAIL labs) CSE 576 KinectFusion: Real-Time Dense Surface Mapping and Tracking

...also, given a known model...

Richard A. Newcombe (RSE and GRAIL labs) CSE 576 KinectFusion: Real-Time Dense Surface Mapping and Tracking

...we can align a new surface measurement...

Richard A. Newcombe (RSE and GRAIL labs) CSE 576 KinectFusion: Real-Time Dense Surface Mapping and Tracking
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An Application 

[Sturm, Bylow, Kahl, Cremers; GCPR 2013] 
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Summary 
§  A large number of 3D world representations exist 
§  The best model depends upon the application 

§  Voxel representations allow for a full 3D 
representation 

§  Surface models support traversability analysis  

§  Octrees are a compact, inherently multi-resolution, 
probabilistic 3D representation 

§  Signed distance functions also use 3D grids but 
allow for a sub-voxel accuracy representation of the 
surface 
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Literature 3D World Models 
§  Multi-Level Surface Maps for Outdoor Terrain 

Mapping and Loop Closing,  
R. Triebel, P. Pfaff, and W. Burgard, 
IEEE/RSJ Int. Conf. on Int. Robots and Systems (IROS), 2006 

§  OctoMap: An Efficient Probabilistic 3D Mapping 
Framework Based on Octrees,  
A. Hornung,. K.M. Wurm, M. Bennewitz, C. Stachniss, and W. 
Burgard, Autonomous Robots, 2013 

§  Real-Time Camera Tracking and 3D Reconstruction 
Using Signed Distance Functions, 
E. Bylow, J. Sturm, C. Kerl, F. Kahl, and D. Cremers,  
Proc. of Robotics: Science and Systems (RSS), 2013 
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ICP 
Iterative Closest Point 
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Find Local Transformation to 
Align Points or Surfaces 
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Motivation 
§  If the pose of the robot is known, we can 

just accumulate point clouds 
§  Obtain an accurate 3D representation of the 

environment   
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Problem 
§  Odometry estimates are error prone due to 

slippage of the feet and noisy sensors 
§  Accordingly, consecutive depth camera 

observations may not align 
§  Error accumulates over time 

odometry 
estimate 
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Solution 
§  Odometry estimates are error prone due to 

slippage of the feet and noisy sensors 
§  Accordingly, consecutive depth camera 

observations may not align 
§  Error accumulates over time 
§  Scan matching to the reduce error 

scan  
matching 
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Problem Definition 
§  Given two point sets: 

  
 
with correspondences 

§  Wanted: Translation t and rotation R that 
minimize the sum of the squared errors:   
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Key Idea 
If the correct correspondences are known, the 
correct relative rotation/translation can be 
computed directly 
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Center of Mass 
§  The centers of mass of the corresponding 

points in both sets: 

§  Subtract the corresponding center of mass 
from every point: 
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Singular Value Decomposition 
§  Compute the cross-covariance matrix 

§  Use the SVD to decompose 

§  The matrices         are 3x3 rotation matrices  
§  Diagonal matrix  
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Singular Value Decomposition 
§  If                   , the parameters minimizing 

E(R,t)  are unique and given by: 

(without proof) 
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SVD-Based Alignment Summary 
 
§  Form the cross-covariance 

matrix 

§  Compute SVD 

§  The rotation matrix is  

§  Translate and rotate points: 

Translate 

Rotate 

Image courtesy: Ju 
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ICP with Unknown Data 
Association 
If the correct correspondences are not 
known, it is generally impossible to 
determine the optimal relative rotation and 
translation in one step 
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Iterative Closest Point (ICP) 
Algorithm 
§  Idea: Iterate to find alignment 
§  Iterative Closest Points  

[Besl & McKay 92] 

§  Converges if starting positions are  
“close enough” 

 



71 

Basic ICP Algorithm  
error = inf 
while (error decreased and error > threshold) 
§  Determine corresponding points 
§  Compute rotation R, translation t via SVD 
§  Apply R and t to the points of the set to be 

registered 
§  error =  E(R,t) 
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ICP Variants 
Variants on the following stages of  
ICP have been proposed: 

§  Point subsets (from one or both point 
sets) 

§   Weighting the correspondences  
§   Data association  
§   Rejecting certain (outlier) point pairs 
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Performance of Variants 
Various aspects of performance: 
§  Speed 
§  Stability (local minima) 
§  Tolerance wrt. noise and outliers 
§  Basin of convergence  

(maximum initial misalignment) 

§  Here: Properties of these variants 

[Rusinkiewicz and Levoy 2001] 
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Point Subsets: Selecting Source 
Points 
§  Use all points 
§  Uniform sub-sampling 
§  Random sampling 
§  Feature-based sampling 
§  Normal-space sampling 
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Normal-Space Sampling 
§  Select points proportional to the change in 

the surface curvature 

 
§  Normal-space sampling performs better for 

mostly smooth areas with sparse features 
        [Rusinkiewicz and Levoy 2001] 

 

uniform sampling normal-space sampling 
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Feature-Based Sampling 
§  Try to find “important” points 

§  Simplifies the search for correspondences 

§  Higher efficiency and higher accuracy  

§  Requires preprocessing 

§  Example:  
§  In robot navigation with a down-looking camera, 

the ground plane typically dominates the scene 

§  Filter out points belonging to the ground plane 
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Re-Weighting 
§  Weight the pairs of corresponding points 
§  E.g., assign lower weights for points with 

higher point-to-point distances or based 
on the compatibility of surface normals 

§  Determine the transformation that 
minimizes the weighted error function 
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Data Association 

§  Has greatest effect on convergence 
and speed 

§  Matching methods: 
§  Closest point  
§  Point-to-plane 
§  … 
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Closest-Point Matching 
§  Find closest point in other the point set 

(using kd-trees) 

§  Generally stable, but might lead to slow 
convergence and requires preprocessing 



Point-to-Plane Error Metric 
§  Minimize the sum of the squared distance 

between the tangent plane of a point and 
the closest point on the other surface 

Technical Report TR04-004, Department of Computer Science, University of North Carolina at Chapel Hill, February 2004. 
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Linear Least-Squares Optimization for  
Point-to-Plane ICP Surface Registration 

Kok-Lim Low 

Department of Computer Science 
University of North Carolina at Chapel Hill 

Email: lowk@cs.unc.edu 
 

ABSTRACT 
The Iterative Closest Point (ICP) algorithm that uses the point-to-
plane error metric has been shown to converge much faster than 
one that uses the point-to-point error metric. At each iteration of 
the ICP algorithm, the change of relative pose that gives the 
minimal point-to-plane error is usually solved using standard 
nonlinear least-squares methods, which are often very slow. 
Fortunately, when the relative orientation between the two input 
surfaces is small, we can approximate the nonlinear optimization 
problem with a linear least-squares one that can be solved more 
efficiently. We detail the derivation of a linear system whose 
least-squares solution is a good approximation to that obtained 
from a nonlinear optimization.  

1 INTRODUCTION 
3D shape alignment is an important part of many applications. It 
is used for object recognition in which newly acquired shapes in 
the environment are fitted to model shapes in the database. For 
reverse engineering and building real-world models for virtual 
reality, it is used to align multiple partial range scans to form 
models that are more complete. For autonomous range 
acquisition, 3D registration is used to accurately localize the range 
scanner, and to align data from multiple scans for view-planning 
computation. 

Since its introduction by Besl and McKay [Besl92], the ICP 
(Iterative Closest Point) algorithm has become the most widely 
used method for aligning three-dimensional shapes (a similar 
algorithm was also introduced by Chen and Medioni [Chen92]). 
Rusinkiewicz and Levoy [Rusinkiewicz01] provide a recent 
survey of the many ICP variants based on the original ICP 
concept. 

In the ICP algorithm described by Besl and McKay [Besl92], each 
point in one data set is paired with the closest point in the other 
data set to form correspondence pairs. Then a point-to-point error 
metric is used in which the sum of the squared distance between 
points in each correspondence pair is minimized. The process is 
iterated until the error becomes smaller than a threshold or it stops 
changing. On the other hand, Chen and Medioni [Chen92] used a 
point-to-plane error metric in which the object of minimization is 
the sum of the squared distance between a point and the tangent 
plane at its correspondence point. Unlike the point-to-point 
metric, which has a closed-form solution, the point-to-plane 
metric is usually solved using standard nonlinear least squares 
methods, such as the Levenberg-Marquardt method [Press92]. 
Although each iteration of the point-to-plane ICP algorithm is 
generally slower than the point-to-point version, researchers have 
observed significantly better convergence rates in the former 
[Rusinkiewicz01]. A more theoretical explanation of the 
convergence of the point-to-plane metric is described by Pottmann 
et al [Pottmann02]. 

In [Rusinkiewicz01], it was suggested that when the relative 
orientation (rotation) between the two input surfaces is small, one 
can approximate the nonlinear least-squares optimization problem 
with a linear one, so as to speed up the computation. This 
approximation is simply done by replacing sin ! by ! and cos ! by 
1 in the rotation matrix. 

In this technical report, we describe in detail the derivation of a 
system of linear equations to approximate the original nonlinear 
system, and demonstrate how the least-squares solution to the 
linear system can be obtained using SVD (singular value 
decomposition). A 3D rigid-body transformation matrix is then 
constructed from the linear least-squares solution. 

2 POINT-TO-PLANE ICP ALGORITHM 
Given a source surface and a destination surface, each iteration of 
the ICP algorithm first establishes a set of pair-correspondences 
between points in the source surface and points in the destination 
surfaces. For example, for each point on the source surface, the 
nearest point on the destination surface is chosen as its 
correspondence [Besl92] (see [Rusinkiewicz01] for other 
approaches to find point correspondences). The output of an ICP 
iteration is a 3D rigid-body transformation M that transforms the 
source points such that the total error between the corresponding 
points, under a certain chosen error metric, is minimal. 

When the point-to-plane error metric is used, the object of 
minimization is the sum of the squared distance between each 
source point and the tangent plane at its corresponding destination 
point (see Figure 1). More specifically, if si = (six, siy, siz, 1)T is a 
source point, di = (dix, diy, diz, 1)T is the corresponding destination 
point, and ni = (nix, niy, niz, 0)T is the unit normal vector at di, then 
the goal of each ICP iteration is to find Mopt such that 

( )( )! •"#=
i

iii
2

opt minarg ndsMM M
 

(1)

where M and Mopt are 4$4 3D rigid-body transformation matrices. 

 

 

 

 

 

 

 

 

 

 Figure 1: Point-to-plane error between two surfaces. 
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image source: [Low 2004] 80 



Point-to-Plane Error Metric 
§  Using point-to-plane distance instead of 

point-to-point lets flat regions slide along 
each other  

§  Each iteration generally slower than the 
point-to-point version, however, often 
significantly better convergence rates 

      [Rusinkiewicz 2001] 

§  Solved using non-linear least squares 
methods     [Low 2004] 

81 



Rejecting (Outlier) Point Pairs 
§  Corresponding points with a point-to-point 

distance higher than a given threshold 
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Rejecting (Outlier) Point Pairs 
§  Corresponding points with point to point 

distance higher than a given threshold 
§  Rejection of pairs that are not consistent 

with their neighboring pairs 

83 
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Summary: ICP Algorithm 
§  Potentially subsample points 
§  Determine corresponding points 
§  Potentially weight or reject pairs 
§  Compute rotation R, translation t (SVD) 
§  Apply R and t to all points of the set to be 

registered 
§  Compute the error E(R,t) 
§  While error decreased and error > threshold 

§  Repeat to determine correspondences etc. 

§  Output final alignment 
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Scan Matching During Walking 
§  Corrects pose estimates by aligning each 

point cloud to its predecessor  

odometry 
estimate 
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Scan Matching During Walking 
§  Corrects pose estimates by aligning each 

point cloud to its predecessor  

scan  
matching 



Scan Matching During Walking 
§  Initialize ICP from odometry estimate  

§  Use transform         describing the origin of 
the camera frame wrt. the world frame at 
time t according to odometry 

87 



Scan Matching During Walking 
§  Initialize ICP from odometry estimate with 

transform         describing the origin of the 
camera frame wrt. the world frame at time t 

§  Corrected pose                      given by 
 
  
 
 
 

for a set of corresponding points  
of two consecutively acquired point clouds  
  

88 



Scan Matching During Walking 
§  Initialize ICP from odometry estimate with 

transform         describing the origin of the 
camera frame wrt. the world frame at time t 

§  Corrected pose                      given by 
 
  
 
 
 

for a set of corresponding points  
of two consecutively acquired point clouds  
  

§  ICP iteratively refines            and 

89 



Scan Matching During Walking 
§  Estimated corrected pose of the camera at 

time t-1 

odometry 
estimate 



Scan Matching During Walking 
§  Estimated corrected pose of the camera at 

time t-1 
§  Estimated pose of the camera at time t 

according to odometry measurement 
between time steps and  

odometry 
estimate 



Scan Matching During Walking 
§  Estimated corrected pose of the camera at 

time t after scan matching via ICP 

scan  
matching 



Application:  
Learned Heightmap from  
Depth-Camera Observations 

§  2D gridmap  
§  Height estimate for each cell 

Introduction Pose Estimation Mapping Footstep Planner Footstep Execution on Nao Experiments

Mapping

Bin points into 2D grid cells
For each non-empty cell: Current measurement height z

t

is
the maximum height of containing points

Mapping and Footstep Planning in Cluttered 3D Environments Master’s Thesis by Christian Lutz 9/31

93 



Evaluation of Pose Tracking 
§  Drift: 5.9 cm/m (scan matching via ICP)  

  vs. 15.3 cm/m (odometry) per 1m distance 

§  Ground truth 
from external  
motion capture 
system 

§  Low drift allows 
for the  
construction of  
accurate height 
maps 

94 
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ICP Summary 
§  ICP is a powerful algorithm for calculating 

the displacement between range images 
§  Given the correct data associations, the 

transformation can be computed efficiently 
using SVD 

§  The major problem is to determine the 
correct data associations, ICP does it 
iteratively 

§  ICP does not always converge to the correct 
alignment 

§  Performance depends on the initial guess 
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Literature ICP 
§  A method for registration of 3-D shapes,   

P.J. Besl and N.D. McKay, 
IEEE Transactions on Pattern Analysis and Machine 
Intelligence, 1992 

§  Efficient Variants of the ICP Algorithm, 
S. Rusinkiewicz and M. Levoy, 
Prof. of the Int. Conf. on 3D Digital Imaging and Modeling, 
2001 

§  Linear Least-Squares Optimization for Point-to-
Plane ICP Surface Registration, 
K.-L. Low, 
Technical Report Univ. of North Carolina, 2004 
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