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Abstract— The detection of planar surfaces in a point cloud is
a popular technique for the extraction of drivable or walkable
surfaces and for tabletop segmentation. Unfortunately, RGB-
D sensors are quite noisy and provide incomplete data, which
makes the extraction of surfaces more challenging. Also, it is
desirable to process the point cloud data in real time, which at
a rate of approximately 30 Hz, leaves only a small amount of
computation time per frame. We have already developed a real
time-capable plane segmentation method [1] that exploits the
organized structure of RGB-D point clouds in order to imple-
ment a computationally efficient region growing algorithm. It
uses the point-plane distance to assign points to their segments
rather than inherently unreliable surface normals. Now we are
presenting an improvement where we adapt thresholds and
other parameters of our algorithm to the measured depth in
order to account for an increasing scatter of the points at larger
distances from the camera. We estimate a minimum detectable
plane size in pixels dependent on the measured depth. This
enables us to stride in pixel coordinates with larger steps that
are adaptive to the measured depth and to implement more
robust sanity checks of depth-dependent size. Apart from a
speed-up of the runtime of our algorithm, the segmentation
quality also increased. We show a comparison between our
improvement, our previous version, and other state-of-the-art
methods evaluated on multiple commonly available datasets.

I. INTRODUCTION

Planes can be found everywhere in indoor and outdoor
environments. Large surfaces like walls, the floor, pavement,
but also a large number of objects like tables, chairs, cars,
screens, and boxes are composed of planar surfaces. The
segmentation of planar surfaces in point clouds is therefore
highly relevant for robotic applications where objects can be
detected based on certain constellations of planes, walking
and driving surfaces can be extracted, and irrelevant points
can be subtracted that belong to walls or supporting surfaces
likes tabletops. Plane segmentation also finds application in
SLAM [2] and visual odometry where planes are helpful
geometric features in the absence of visual cues.

RGB-D cameras, especially low cost ones that are fitted
to mobile robots, typically deliver about 30 point clouds per
second. It is desirable to process all of the point clouds in real
time in order to avoid loss of data. A fast update frequency
is also beneficial for motion planning where unexpected
changes in the environment need to be detected quickly. This
requirement leaves a short time window of 30 milliseconds
to process the nearly one million points that for example the
Intel RealSense [3] sensors deliver. Unfortunately, the data
can be quite noisy or incomplete, making this task more
difficult when neighbouring points are not quite on the same
plane as they should be. On the upside, the point cloud
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Fig. 1: Examples of plane segmentation performed using the
method described in this paper. The images on the left show
the original point cloud. The image on the right show the
segmentation results. All the scenes shown here have been
captured using the Asus Xtion Pro Live camera.

received from RGB-D sensors is organized in an image-
like 2D structure that allows us to efficiently select the
neighbourhood of a point in 3D by accessing its neighbouring
pixels in the 2D image.

In earlier work [1], we presented an approach to plane
segmentation that exploits the organized structure and uses
region growing in image coordinates in order to identify
points that lie on the same plane in the 3D point cloud.
This is an advantage over approaches that rely on the
RANSAC algorithm, which samples the raw point cloud
without regarding the structured neighbourhood. We abstain
from computing surface normals on a per-pixel basis due
to their low reliability. Instead, we initiate region growing
with carefully selected seeds away from borders of planar
regions and compute surface normals only in these selected
seed points, and then use the point-plane distance function
to determine the membership of a neighbouring point in
the seeded plane. After region growing, a merge step joins
adjacent planar segments with similar plane parameters in
order to counteract oversegmentation.

We developed an improvement with respect to the earlier
version of our algorithm that further increases the quality of
the segmentation output and reduces the computation time.
We made the parameters of our algorithm, e.g., the point-



plane distance threshold, depth-dependent to account for the
increasing scatter of points with growing distance from the
camera. We also estimate the minimum plane size expressed
in pixels depending on the measured depth, which allows us
to implement more robust neighbourhood checks of depth-
dependent size. In fact, we are now able to do away without
the seed selection step and the best plane assignment step
in our earlier version [1] and thus save on computation time
and algorithm complexity. Also, the minimal detectable plane
size allows us to stride through pixel coordinates in larger
steps, thereby considerably decreasing the computational
expense of the region growing phase.

We contribute an evaluation on simulated and readily
available real-world datasets where we compare the quality
of the segmentation and the processing speed with our own
earlier version and a number of other state-of-the-art ap-
proaches. The source code of our algorithm is publicly avail-
able at https://github.com/arindamrc/DDPFF.

II. RELATED WORK

Plane segmentation is a widely studied subject with many
researchers using several disparate methods to solve the prob-
lem. RANSAC [4] is one of the most commonly used meth-
ods. However, although it is tolerant to noise, the original
RANSAC method was designed for single-model extraction
and cannot really be used for efficient plane segmentation.
Sophisticated approaches have been developed to tackle the
problem: MultiRANSAC [5], RANSAC in conjunction with
Normal Distribution Transforms (NDT) [6], or RANSAC in
conjunction with Surfels [7]. In fact, it is possible to perform
multi-primitive segmentation using RANSAC [8] [9], not just
planes. Although these approaches yield excellent results for
plane segmentation in terms of accuracy, they are not really
suitable for real time applications.

Another possibility is to use Hough Transforms. Oehler
et al. [7] and Leng et al. [10] used Hough transforms
in combination with other approaches for plane extraction.
Bormann et al. [11] performed an extensive evaluation of
Hough Transform-based methods for plane segmentation.
However, they found that these methods have problems
similar to RANSAC in that they are also not time and
memory efficient and thus unsuitable for robotic applications.

Perhaps the most efficient approach is region growing.
This is especially true for organized point clouds obtained
from RGB-D cameras which impose a neighbourhood rela-
tionship upon the constituents due to their grid-like structure.
Examples of this approach include Hähnel et al. [12] and
Poppinga et al. [13] who randomly seeded and collected
neighbours that passed a plane membership test. Holz et
al. [14] used pre-computed per-point normals to collect
connected regions, but also clustered per-point normals to
find plane segments [15]. Also with per point normals, Trevor
et al. [16] used a fast connected-component labeling algo-
rithm for gathering similarly oriented patches of connected
pixels followed by a refinement step. However, the pre-
condition of per-point normal calculation nudges the method
to be less noise tolerant. This approach is also available

in the open source Point Cloud Library (PCL) [17]. Xiao
et al. [18] extended region growing to both structured and
unstructured point clouds using a sub-window based iterative
region growing approach. Proença et al. [19] proposed a very
efficient region growing method that hinged on histograms
of image patch normals to evaluate membership in a plane
segment. Han et al. [20] first inverted the depth image as a
pre-processing step for efficient per point normal calculation,
before growing the region around seeds chosen randomly
from uniform grid cells. Zhang et al. [21] used a maximal
clique clustering strategy to cluster over-segmented regions
arising out of region growing.

Other methods include Feng et al. [22] who developed
a highly efficient and accurate method which generalized
two-dimensional line extraction to three-dimensional plane
extraction in an organized point cloud and used Agglom-
erative Hierarchical Clustering or AHC to merge extracted
plane segments. Erdogan et al. [23] used a Markov Chain
Monte Carlo (MCMC) method to efficiently search the space
of planar segmentations and merged them using linear least
square fits. Convolutional neural networks have also been
applied for plane segmentation albeit primarily in RGB
images. PlaneNet [24] and PlaneRCNN [25] from Liu et
al. and the work of Yang et al. [26] are some examples.
The requirement for accurately annotated images for training
and the small upper limit on the number of planes in a scene
make these approaches difficult to be adapted to RGB-D data.

We build upon our previous work [1] and continue to use
a seeded region growing approach based on a fast flood fill
algorithm. However, we improve our method with regards to
noise tolerance and avoid segmentation into spurious planes
by using depth-dependent thresholds and a depth-dependent
minimum plane size constraint.

III. OUR APPROACH

We perform the plane segmentation using a processing
pipeline that is shown in Fig. 2. The pipeline is a modified
version of the pipeline introduced in [1] with an additional
step for gap filling that will be explained in Sec. III-F. Each
component of the pipeline now uses depth-dependent param-
eters. After introducing notation and discussing the depth-
dependent parameters in more detail, the inner workings of
the components are outlined in the sections below.

A. Organized Depth Data

Depth cameras like the Microsoft Kinect or the Asus
Xtion output a two-dimensional image where each pixel
p corresponds to a point P = (x, y, z) ∈ R3 in three-
dimensional space. The two-dimensional pixel grid allows
efficient access to the neighbourhood of a three-dimensional
point by accessing the points that correspond to pixel neigh-
bours. We define the neighbourhood

Nr(Pi,j) = {Pi−r,j , Pi+r,j , Pi,j−r, Pi,j+r} (1)

of a point Pi,j that corresponds to a pixel pi,j in the i-
th row and j-th column of the depth image and r is the
neighbourhood radius. The set contains the four points that
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Fig. 2: An overview of the sequential steps involved in our approach.

are the up, down, left, and right neighbour pixels of pi,j at
distance r. We define the neighbourhood of a pixel Nr(pi,j)
in the same fashion. Note, however, that a three-dimensional
neighbour is guaranteed to be a pixel neighbour but not vice
versa. Cases where the neighbourhood relation does not hold
can be detected by checking the Euclidean distance between
neighbours.

B. Depth Dependent Thresholds

The density of points observed by a depth camera falls
with increasing distance from the sensor. This relation has
been closely studied in [27] and established to be quadratic
in the depth value. This essentially implies that the minimum
size of planes that can be reliably detected by a depth camera
increases with distance from the sensor. Although the authors
based their observations on the Microsoft Kinect camera,
the principles apply to other models as well. Consequently,
we define depth-dependent point-to-plane distance and plane
merging thresholds that are used in the region growing and
the plane merging steps of our algorithm. For region growing,
we define a point-to-point distance threshold and a point-to-
plane distance threshold at a point P as

τpoint(d) = min(κpoint · d2 + γpoint, εpoint), (2)
τflood(d) = min(κflood · d2 + γflood, εplane), (3)

respectively. For the plane merging, we set depth-dependent
parameters for distance and angular deviation between two
planes

τmerge(d) = min(κmerge · d2 + γmerge, εplane), (4)
τangle(d) = min(κangle · d2 + γangle, εangle). (5)

In all of the above equations, d is the depth at a point P , κ
and γ are tune-able parameters and ε indicates the maximum
allowed value for the respective threshold.

Furthermore, we define the minimum plane size ρ in pixels
at a given depth. This is akin to the smoothing area for
normal computation in [28]. The minimum plane size

ρ(p) = κρ · δ(P )2 + γρ, (6)

where δ(P ) is a function that gives the depth value of a point
P .

C. The Region Growing Algorithm

We employ an efficient version of region growing of [29],
[30] that works by growing a region one span of horizontal
pixels at a time. The algorithm accesses each pixel a little

more than once on average, compared to the four accesses it
would require in a naive four-neighbour flood fill algorithm.
Apart from the reduced number of accesses, growing the
region a span of pixels at a time favors spatial locality in
memory and supports faster access through caching.

As we have described our adaptation in our previous work
[1], we direct interested readers there to understand its basic
mechanism. Here, we discuss in more detail how we ensure
that the flood fill always maintains the minimum plane size at
a given depth. The minimum plane size constraint is useful
as it helps to avoid long narrow strips of spurious planes that
may arise as a result of the point-to-plane distance assigning
points along the intersection of two planes to the “wrong”
plane. See Fig. 3 for an illustration.

One step of the flood fill algorithm is illustrated in Fig. 4.
We use the middle pixel pmid of a span to determine the
minimal plane size σ = ρ(pmid) according to Eq. (6). When
expanding the span to the left or to the right, the minimum
plane size is enforced in the horizontal direction by opening
pixel pi,j+σ that is ρ(pmid) pixels away from the border pi,j
of the span. Pixel pi,j+σ and its vertical neighbours pi+σ,j+σ
and pi−σ,j+σ are tested with the plane membership function
Eq. (7). If the pixel and either of its vertical neighbours
belong to the same plane as the span, we gather up all
intervening pixels along the row of the span. If the test is
unsuccessful, we test every pixel starting from the border
pi,j , until the plane outlier pixel is found.

(a) Plane Segmentation

Fig. 3: Spurious planes arising due to the minimum plane
size constraint not being enforced. The flood fill algorithm
covers long, narrow strips of plane segments leading to
oversegmentation.



Fig. 4: The figure illustrates how the minimum plane size
constraint is enforced. Here, the span is growing towards
the right and we consider a pixel p that is ρ(pmid) pixels
away from the right endpoint and check if it passes the plane
membership criteria. Simultaneously, we check if its vertical
neighbours ptop or pbottom also pass the test and mark p as
part of the plane segment if either one does.

D. The Membership and Distance Functions

The membership function

µ(p, p′) = fplane(pseed, p
′) < τflood(δ(P

′))

∧ fpoint(p, p
′) < τpoint(δ(P

′))

∧ fvalid(p
′) (7)

determines the membership of a pixel p′ in a plane segment
during a flood where p ∈ Nρ(p′)(p′) is already a member
of the segment. The membership function consists of three
components. The first component

fplane(pseed, p
′) = |(Pseed − P ′) · nseed| (8)

measures the perpendicular distance of a point P ′ to the
plane defined by the seed point Pseed and its normal nseed.
Here, the (·) operation represents the vector dot product. Note
that the seed remains constant during a flood and only the
normal of the seed is used to determine the plane distance.
The second component involves a Euclidean distance func-
tion

fpoint(p, p
′) = ||P − P ′|| (9)

that is used to ensure that pixel neighbours are also
neighbours in three-dimensional space. The two thresholds
τflood(P

′) from Eq. (3) and τpoint(P
′) from Eq. (2) deter-

mine whether p′ is to be connected to p. The third component
simply checks for bad data and is false if p′ is a bad pixel
with 0 or NaN depth value.

E. Plane Merging

Due to the presence of noise, at the end of the region
growing process we end up with a set of N over-segmented
planes labeled {l1, l2 . . . lN}. In the merging step, we merge
plane segments that have similar normal orientation and are
also neighbours not only in pixel space but also in three
dimensional space. After the end of the initial flood filling
step, we obtain a list of oversegmented planes. We consider
a plane li to be a neighbour to plane lj if any border pixel of

li is a euclidean neighbour of any border pixel of lj , as deter-
mined by Eq. (9). In this way we build up a graph structure
representing the neighbourhood relationships of the flooded
plane segments. This gives us the list of potential candidates
for merging per plane segment. Considering only the physical
neighbours of each plane segment makes the merge operation
much more efficient. For two plane segments, l and l′, to be
merge-able the following condition must be satisfied

|nseed · n′seed − 1| < τangle(d), (10)

and,

|(Pseed − P ′seed) · nseed| < τmerge(d), or
|(Pseed − P ′seed) · n′seed| < τmerge(d),

(11)

where d = min(fmd(l), fmd(l
′)), the function fmd records

the maximum depth of any member of l and Pseed and P ′seed
denote the three dimensional seeds of the planes labeled l
and l′ respectively. Similarly, nseed and n′seed denote the
seed normals.

We take an iterative breadth first approach to merging
i.e., we iterate over the list of planes and update the current
plane with the parameters of its immediate neighbours which
are merge-able. If the current plane l is determined to be
not merge-able with its neighbour l′, we remove the bi-
directional edge connecting them from the graph. We also
check if the plane l′ is merge-able with all the planes l has
already merged with. If l′ fails this criteria, we remove the
uni-directional edge l → l′ but not the edge l′ → l. This
is because the check of l against the merge set of l′ will
be performed later when l′ becomes the current plane under
consideration.

Once a pair of planes l and l′ pass the merge condi-
tions, we obtain a new centroid and normal representing
the combined plane by adding the centroid and normal of
the individual planes weighted by their inlier counts. The
maximum depth is also set to be the higher value of the
merging planes. The neighbour set of the combined plane
contains the union of the neighbour sets of the individual
constituent planes. We execute the above algorithm over the
set of planes multiple times until no more planes could be
merged. Typically, no more than five iterations are required
until no more planes can be merged.

F. Filling Gaps in Segmentation

After merging oversegmented planes generated using flood
fill, we obtain the final list of planes within the scene.
However, the minimum plane size constraint enforced during
the flood fill leaves gaps within the segmentation. To fill
these gaps, we exploit the nature of the row-wise spans that
were used to mark a horizontal continuous run of pixels as
discussed in Sec. III-C. We employ a two pass algorithm
that scans the depth image from top to bottom in the first
pass and in the opposite direction in the second one. In each
pass, we identify a horizontal continuous runs of unmarked
pixels each of which has the same neighbour either above



or below and mark all of them with that neighbour’s label.
This is because these continuous unmarked pixels with a
single neighbour represent spans that could not be marked
during flood fill due to the minimum plane size constraint.
However, we need to make sure that we don’t overshoot
object boundaries along the vertical direction so we check
the center pixel of the unmarked span against the plane
parameters of its neighbour before marking it.

IV. EXPERIMENTAL EVALUATION

We compare our algorithm with four other popular plane
segmentation approaches which are available. Two of them
can be found in the open source Point Cloud Library [17],
namely, Sequential RANSAC and Organized Multi-Plane
Segmentation using Connected Components (CC) [16]. The
other two methods are AHC [22] and CAPE [19]. And we
also include comparison to our earlier work [1] (FF). We
measure the accuracy of these methods in terms of IoU
(Intersection over Union) of found planes over the ground
truth planes.

We first show the results of real world scenes, particularly
the datasets by Oehler et al. [7] and Hoover et al. [31]
(SEGCOMP ABW). The dataset [7] consists of 30 different
point clouds captured using a Kinect depth camera. Each
point cloud is organized into 640×480 pixels and annotations
for each plane in a scene is available. Some examples of our
algorithm applied to this dataset are shown in Fig. 5. The
results of the comparative evaluation of our algorithm are
shown in Fig. 6 (in terms of accuracy) and in Fig. 7 (in
terms of runtimes). We use the following parameter values
for our experiments on the Kinect Dataset: κpoint = 2,
γpoint = 0.001m, εpoint = 0.1m, κflood = 1.5, γflood =
0.0001m, εflood = 0.01m, κmerge = 8, γmerge = 0.01m,
εmerge = 0.1m, κangle = 2, γangle = 0.05 and εangle = 0.2.
We experiment with two settings of the minimum plane size
constraint: γρ = 5, κρ = 5.5 and γρ = 10, κρ = 3.5 and we
set ερ =∞. For the other compared approaches we use the
default values as suggested by their authors except to change
the patch or window sizes for the AHC and CAPE. For AHC
we experiment with two window sizes: 5 × 5 and 10 × 10,
comparable to our setting of γρ and for CAPE we set the
patch size to 20 for all experiments as this setting yielded
the highest IoU values. For Sequential RANSAC, we kept
the point-plane distance parameter fixed at 0.01 m and set
the minimum inlier count to 100. Since the PCL connected
component algorithm requires pre-computed normals, we set
the parameters of the normal computation algorithm to the
following values. Normal smoothing size: 6, normal depth
change factor: 0.02. For the plane computation algorithm,
we set the angular threshold to 0.09, the plane threshold
to 0.02 m, and the minimum inlier count to 50. We chose
these values by visual inspection as they gave us the best
segmentation for all scenes.

We also perform experiments on the SEGCOMP ABW
Test dataset which is a set of 30 images captured using
a structured light camera sensor. Each image consists of
multiple polyhedral objects. The size of each image is

(a) (b)

(c) (d)

Fig. 5: The left column shows noisy real world scenes
from the kinect dataset of [7]. The right column shows
corresponding segmentations performed using our method.
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Fig. 6: A comparison of the accuracy of each method applied
to the Kinect Dataset over the 30 frames of annotated point-
clouds. AHC10 and AHC5 indicate node sizes used in the
AHC algorithm. For our algorithm, we set γρ to 5 and 10.
For CAPE we set the patch size to 20 which gave the best
results. For other parameters, please refer to text.

512 × 512 pixels. The accuracies obtained in terms of IoU
are shown in Fig. 8. The average runtimes of the various
methods are compared in Fig. 9. We change the following
parameters in the experiments on the SEGCOMP ABW
Dataset: γpoint = 0.02m, εpoint = 0.05m, γflood = 0.006m,
εflood = 0.02m, γρ = 6 and ερ = 8. All other parameters
remain the same. This is a much less noisy dataset than [7]
and as such requires very narrow parameter ranges. Whereas
the unconstrained minimum plane size parameter used for [7]
is the key to effective smoothing and segmentation at great
depths from the kinect sensor.
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Fig. 7: A comparison of the runtimes of each method applied
to the Kinect Dataset over the 30 frames of annotated point-
clouds. For labels see Fig. 6.
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Fig. 8: A comparison of the accuracy of each method applied
to the SEGCOMP ABW Test Dataset over the 30 frames
of annotated point-clouds. We set the parameters of each
algorithm to obtain the highest possible accuracy.

Finally, we show the results of applying our method
in a simulated environment where the ground truth plane
segmentation is known. This demonstrates the accuracy of
our approach. The simulated environment consists of six
scenes constructed with basic geometric primitives like Box,
Sphere and Polygon, see Fig. 10. The results for each scene
are shown in Tab. I which shows the runtimes and accuracies
of all five methods.

V. CONCLUSION

In this paper, we improved upon our previous approach
towards plane segmentation in depth images using an effi-
cient seeded region growing algorithm that adapts with pixel
depth. We addressed the problem of long, narrow spurious
planes leading to oversegmentation by enforcing a minimum
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Fig. 9: A comparison of the runtimes of each method applied
to the SEGCOMP ABW Dataset over the 30 frames of
annotated point-clouds. RANSAC runtimes are not shown
as they are out of scale.

plane size constraint in the flood fill phase. This also added
the benefit of dispensing of the seed selection step and the
best plane assignment steps of our earlier approach as the
floods starting with bad seeds die away almost immediately
unable to satisfy the minimum plane size constraint. We also
improved our final merging step with an iterative breadth-first
merging algorithm. As was the case in our previous approach,
we avoided per-point normal computation which allowed
us to handle noisy scenes better. Through experiments on
both simulated and real-world datasets, we showed that our
approach is real time capable and can provide similar or
better segmentation results than the existing state-of-the-art
for robotic applications.
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